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Abstract

Contingent thinking and learning from observing other’s actions are

two distinct but closely related cognitive processess that individuals need

to apply when playing games. Through a novel experimental design we

are able to detect behavior that could arise from a failure to perform one or

both of these. The design and the subsequent out-of-sample analysis, al-

lows us to link subjects’ heterogeneous behaviour to such failures and rule

out explanations that do not differentiate between the two processes. Our

findings suggest that current models of bounded rationality and strate-

gic thinking may need further refinements in order to be applied across

situations where the order and observability of actions can vary.
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Blümlisalpstrasse 10, CH-8006, Zürich, Switzerland. Email: filippos.louis@econ.uzh.ch.
I gratefully acknowledge financial support of the Spanish Ministry of Science and Innovation
through grant “Consolidated Group-C” ECO2008-04756 and FEDER, as well as the Swiss Na-
tional Science Foundation (SNSF 135135) and the European Research Council (ERC Advanced
Investigator Grant, ESEI-249433). I wish to thank Joan de Martı́, Salvador Barbera, Antonio
Cabrales, Caterina Calsamiglia, Vincent Crawford, Nagore Iriberri, Pedro Rey Biel, Jacob Go-
eree, John Wooders and especially Jingjing Zhang for helpful comments and suggestions. Also
I thank Riste Gjorgjiev, Sabine Flamand, Orestis Troumpounis and Martin Schütz for help in
conducting the experiments. This paper is partially based on work included in a chapter of
my thesis circulated under the tittle: “Seeing is believing: an experiment in strategic thinking”, and
using a different set of experiments.

filippos.louis@econ.uzh.ch


1 Introduction

According to a now famous anecdote, the comedian Groucho Marx (GM) once
sent a message to the Friar’s Club of Beverly Hills to which he belonged, saying:
“Please accept my resignation. I don’t want to belong to any club that will
accept people as me as their member”1. One could argue that the statement
is funny because it is absurd. Still, based on the results we present in this
paper, GM’s behavior in this instance, although indeed only boundedly rational,
displays a level of strategic sophistication which is not far from average. In
particular, GM is sophisticated enough to learn from observing others’ actions:
he observed the club’s acceptance of his membership and inferred that the club
has a lower standard than he desired, and therefore resigned. GM’s failure of
perfect rationality lies in the fact that he should have anticipated that being
accepted would reveal the club’s low standards. In that case he would save
himself from the trouble by not applying to the club in the first place.

We term the first type of reasoning Learning from Observed Actions (LOA). For
the second type we use the term Contingent thinking (CT). These are not inde-
pendent. CT requires an individual’s ability to perform LOA and is therefore
associated with a higher level of strategic sophistication. In games, only LOA
is required when individuals take actions sequentially and one is only affected
by the actions of players that have already played. When actions are taken
simultaneously, or when the future actions of other players matter, both LOA
and CT are needed.

Classical game theory, through the notions of Bayesian Nash and Perfect
Bayesian Equilibria, makes the assumption that economic agents are capable of
performing both LOA and CT. Applying these notions has generated numer-
ous theoretical results on the performance of different mechanisms, especially
regarding their ability to aggregate information efficiently, generate profits, or
allocate resources efficiently2.

1This incident inspired M. Harris to name the “no-trade” theorem of Migrom and Stockey
1982 [21] the “Groucho Marx theorem”. That result is only tangentially related to this paper.

2Examples include: Milgrom 1981 [20], Milgrom and Weber 1982 [22], Kremer 2002 [19] in
auction theory; Austen-Smith and Banks 1995 [3], Dekel and Piccione 2000 [10] and Ottaviani
and Sørensen 2001 [24] in voting and deliberation; Chakraborty et al 2010 [6] in matching.
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More recently, driven by observations of “anomalous” behavior both in the
field and in the lab3, economists have become skeptical about individuals’ ability
to perform the highly sophisticated reasoning often required in game theoretic
models. This has led to the development of alternative models for strategic
behavior that allow for different levels of sophistication4. Still, even these models
do not differentiate between LOA and CT. Individuals are assumed to be able
to perform either both or none of these. GM’s behavior is not allowed in such
models.

We use a novel experimental design that allows us to differentiate between
different levels of strategic sophistication. The “Barrel of Apples” game is a type
of fixed-price common-value auction between two players, in which one has
priority over the other. It can be played both simultaneously and sequentially,
with optimal behavior remaining the same in both cases. Still, only in the
simultaneous version of the game does optimal behavior require using CT. This
makes it ideal for our study.

The aggregate results point to the direction of GM type behavior although
subjects’ behavior is displays significant heterogeneity. We first try to rule out
the possibility that models that allow for heterogeneity in strategic sophisti-
cation, without differentiating between individual’s ability to perform CT and
LOA, can explain the data. We find that a model based on Noisy Introspection
(NI) (Goeree and Holt 2004 [14], Goeree et al. 2013 [15]) cannot be ruled out.
Still, it is outperformed by an ad hoc model based on NI but with the added
assumption that some individuals may be able to perform LOA but not CT. Out-
of-sample analysis reveals that the ad hoc model does capture real behavioral
differences among subjects and thus its superior performance is not based on
statistical strength alone. In particular, when given the costly choice to observe
the other’s behavior in the game, subjects that we classify as GM types, using
the ad hoc model, are more willing to do so. This willingness varies with the

3The prominent example of such behavior is the “winner’s curse” in common-value auctions,
which was first noted by engineers (Capen et al. 1971 [5]). Thaler 1988 [27] provides a survey
of the early empirical and experimental evidence supporting the existence of such curse.

4Level-k thinking (Stahl and Wilson 1994, 1995 [25] [26] and Nagel 1995 [23]) and “cursed
equilibrium” (Eyster and Rabin 2005 [12]) are examples of such models and are discussed in the
literature review.
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informativeness of private signals in a way that is very much in line with our
assumptions about these types’ cognitive abilities.

From our analysis we conclude that almost half of our subjects are generally
able to perform both LOA and CT in this simple game. A third are GM types,
performing LOA but not CT, while the remaining (a fifth) are unable to perform
either.

Our results are particularly relevant when comparing mechanisms that differ
in the order of play: e.g. sealed-bid vs. ascending auctions, simultaneous vs.
sequential voting. They suggest that we do not yet have an appropriate general
model of behavior that reacts to such changes in an correct way. Furthermore,
our results show that knowing the distribution of types of sophistication in the
relevant population is crucial in order to correctly predict changes in behavior
and outcomes across mechanisms.

The paper is organized as follows: the remainder of this section discusses
the related literature. Section 2 explains the “Barrel of Apples game”. The
experimental design is described in section 3. Section 4 shows the results and
analysis of the first part of the data, while section 5 presents some “out-of-
sample” results. Finally, section 6 concludes.

1.1 Literature Review

As was mentioned above, alternative theories that abandon perfect rationality
in the strategic thinking of agents have been put forward, especially as a re-
sponse to the failure of classic game theory to explain the persistence of the
winner’s curse in various applications. Eyster and Rabin 2005 [12] proposed the
concept of “cursed equilibrium”. Cursed agents fail to take in to account the
informational content of others’ actions. Translated to our context, a “cursed”
individual is not able to perform LOA and therefore, neither CT. Crawford and
Iriberri 2007 [9] apply the “level-k” thinking model to environments with in-
complete information. No explicit assumptions are made about players’ abilities
to perform either LOA or CT. Assumptions are made about the behavior of the
non-strategic level-0 individuals, while individuals of higher levels best respond
to the actions of those that are one step below. In other words, except for level-0
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players, everybody else is assumed capable of performing both processes. But if
level-0 play is assumed to be independent from private information (a common
assumption), then a level-1 individual calculates her best response without a
need to use LOA or CT. Individuals of higher levels use both processes when
necessary to calculate their best responses. Neither “cursed equilibrium” nor
“level-k” thinking allow for individuals of the GM type: performing LOA but
not CT. As we show here, such individuals do seem to exist and therefore these
models have no success in explaining the observed data.

The Noisy Introspection (NI) model introduced by Goeree and Holt 2004 [14]
can take a form similar to the level-k model allowing for individuals of different
levels of sophistication. Unlike the level-k model, individuals’ responses are
noisy. While again neither LOA or CT are explicitly ruled out, the way the
noise is introduced in to individuals’ responses may lead to the emergence of
behavior that is similar to that of a GM type. We present here evidence that show
that some individuals not only behave as if they were GM types, but do seem
actually able to perform LOA and not CT. Therefore, even though NI has some
moderate success in statistically explaining the data in the simple game of our
experiment, it is doubtful that it would perform as good in more complicated
situations.

Crawford, Costa-Gomes and Iriberri 2013 [8] offer a very complete survey of
the literature on strategic thinking.

More recently, two experimental papers have focused on individuals’ diffi-
culties with CT. Charness and Levin 2009 [7] use a version of the “acquiring a
firm” game and find that a significant portion of their subjects suffer the “win-
ner’s curse”. Using appropriate controls integrated in to their experimental
design and alternative treatments they conclude that this can be attributed to
failure to perform CT. Their design, though, does not allow to decouple CT from
LOA.

In the second such paper, Esponda and Vespa 2013 [11] use a voting game
and come to similar conclusions. For some of their subjects they can further
show that their behavior is more strategic when the voting game is played
sequentially. Aggregate behavior in their experiment is very much in line with
our findings, although in their paper, the experimental design does not allow to
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test whether Noisy Introspection could explain observed behavior. It is the only
other paper we know off that makes a distinction between LOA and CT5. They
view the failure to perform either of them as being a mistake that makes decision
making generally noisy, and conclude that mistakes are less frequent when only
the use of LOA is necessary. Our design allows us to classify subjects (not simply
choices) with respect to their strategic sophistication. Combined with the out
of sample analysis of choices we can conclude that failures to perform LOA or
CT are not simply mistakes that happen in a rate which differs across games but
is uniform across the population. Instead, they are the result of heterogeneous
cognitive abilities among individuals. This difference will be important when it
comes to construct a theory that correctly incorporates such fallacies.

Finally, Alaoui and Penta 2013a and 2013b [1] [2] examine the possibility for
individuals’ depth of reasoning to be endogenous. In their model, a player’s
depth of reasoning will depend on her cognitive abilities and the game’s com-
plexity. They explore this idea experimentally in a complete information money
request game. Such a story could explain the behavior we observe in our exper-
iment regarding both the differences across games, as well as the heterogeneity
among subjects.

2 The Barrel of Apples game

For our experiment we use a simple game we call the “Barrel of Apples game”
(BoA). Two players (i ∈ {1, 2}) are offered a barrel of 10 apples. The barrel may
be good (θ = G, contains 10 good apples) or bad (θ = B, contains a number
q ∈ {1, . . . , 9} of bad apples). The prior probability for each of these events is 1

2 .
Both players draw an apple from the barrel, check its quality and put it back.
Notice that drawing a good apple (si = g) means it is more likely for the barrel
to be good (Pr{θ = 1|si = g} > 1

2 ). Drawing a bad apple (si = b) means the barrel
is certainly bad (Pr{θ = 1|si = b} = 0)6.

Player 1 may choose first whether to accept or reject the barrel (xi ∈ X =

{A,R}). Player 2 can only obtain the barrel if player 1 rejects. In the simultaneous

5They use the terms ’information extraction’ and ’hypothetical thinking’ respectively
6As the saying goes: “It takes one bad apple to spoil the whole barrel”.
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game player 2 must make a choice without knowing whether player 1 has
accepted or rejected. Each player wins 100 points if he/she obtains a good barrel
or does not obtain a bad barrel. In all other cases the payoff is 0.

Formally, let fi : X2
→ X be the assignment function for player i. In particular,

f1(x1, x2) = x1

and

f2(x2, x1) =

x2, f or x1 = R

R, f or x1 = A

For notational economy we use the set of choices to also denote the set of
outcomes. The outcome A means the player keeps the object, while the outcome
R means he does not keep it. Payoffs are given by

ui
(

fi(xi, x−i
)
, θ) =


100, fi(xi, x−i) = A & θ = G

100, fi(xi, x−i) = R & θ = B

0, otherwise

In the BoA game the outcome for player 1 does not depend on player 2’s
actions. The best strategy for her is to follow her private information: if the
apple drawn from the barrel is bad, reject the barrel; if the apple is good, accept.
Player 2’s action only matters when player 1 rejects the barrel. If this happens
only after player 1 draws a bad apple, player 2 faces a “winner’s curse”: he can
get the barrel only if it is bad. Thus, player 2’s optimal strategy is to always
reject the barrel, regardless of what apple he draws. It is very important for the
purpose of this paper to notice that this logic applies irrespectively of whether
the game is played sequentially or simultaneously. In the sequential case, if
player 1 accepts, the game stops and player 2 wins 100 points only if the barrel
turns out to be bad. In the simultaneous game, player 2 still submits a choice. If
both players accept the barrel, only player 1 obtains it and again player 2 wins
only if it turns out to be bad.

The BoA game is particularly well suited to study whether individuals in
the role of player 2 are able to perform CT and LOA. Given the payoff structure,

7



risk attitudes should not play a role to determine choices. The same is true for
any social preferences, since player 2 cannot affect player 1’s outcome. Further-
more, player 1’s optimal strategy is quite intuitive and easily understood and
anticipated. As we shall explain further on we chose to replace player 1 by a
computer to control for any strategic uncertainty. The computer’s decision rule
mimicked the optimal strategy for player 1. Given the previous point, such a
replacement should not have an important impact on how player 2 perceives
the game since the decision rule used by the computer is not “artificial”7. This
makes it less likely for subjects to wonder about the reasons they are put in
the particular situation and diminishes the chance of observing “experimenter’s
demand” effects. We find the BoA game to be the simplest environment to study
individuals’ belief formation in both simultaneous and sequential games8.

There are three types of behavior we expect to find in individuals playing
such a game simultaneously and sequentially. The first would be for an in-
dividual to always respond optimally and reject the barrel independently of
his private information and whether the game is played simultaneously or se-
quentially. This type of behavior requires a high level of sophistication and we
therefore term it sophisticated. On the opposite end of the sophistication spec-
trum we would have an individual failing to apply both LOA and CT. With
no other information than his private signal, such an individual is expected to
follow that signal in all cases, rejecting when observing a bad signal and accept-
ing when the signal is good. We term this type of behavior as naive. Finally,
it may be that an individual displays behavior of apparently different levels of
sophistication depending on whether the game is simultaneous or sequential.
In particular we would expect some individuals to play naively in the simul-
taneous game, following their private information, and respond optimally in
the sequential game by always rejecting. We term such behavior as Groucho
Marx (GM) type behavior. It is of course possible for the opposite to happen:

7Esponda and Vespa 2013 also make use of robot players to control for strategic uncertainty
in their voting game. These are then endowed with stochastic decision rules that, unlike our
experiment, do not correspond to optimal behavior.

8One can also consider the BoA game, in its sequential and simultaneous forms, as the
simplest form of a social learning game, or of a two-player fixed-price common value auction
respectively
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an individual playing naively in the sequential game and always rejecting in
the simultaneous game. Such behavior would be counter-intuitive and, as we
shall see, also empirically irrelevant. Table 1 summarizes the expected types of
behavior.

Situation: 1. Simultaneous 2. Sequential
Signal: bad good bad good

naive: reject accept reject accept
sophisticated: reject reject reject reject
GM: reject accept reject reject

Table 1: Expected types of behavior.

3 Experimental Design

In the experiment, subjects play the BoA game repeatedly for 40 rounds. Player
1 is simulated by a computer endowed with a decision rule that mimics player
1’s optimal choice: accept when drawing a good apple, reject when drawing
a bad apple. There are three different versions of the BoA game that subjects
face in the 40 rounds of play. These are described as the following different
situations:

• Situation 1 (simultaneous): Player 2 and the computer decide simultane-
ously without observing each others’ decisions.
(10 rounds, q = 1, 2, . . . , 5, 5, . . . , 9)

• Situation 2 (sequential): The computer decides first and player 2 can
observe his decision. If the computer accepts, player 2 cannot do anything.
If it rejects, player 2 has to make a decision.
(20 rounds, q = 1, 1, 2, 2, . . . , 5, 5, 5, 5, . . . , 9, 9)

• Situation 3 (pay to observe): Player 2 is given the option to pay 10 points
in order to observe the computer’s decision before he makes his decision.
(10 rounds, q = 1, 2, . . . , 5, 5, . . . , 9)
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The order of games is randomized for each subject across all three situations.
No feedback is given to subjects during the experiment. The number q varies
between 1 and 9. In particular, it takes value 5 two times in situations 1 and 3
and four times in situation 2. All other values are taken once in situations 1 and
3 and twice in situation 2. The order of these values is also random for each
subject. Apples are presented as balls in urns on the subjects’ screens having
different color depending on whether they are good or bad. The two possible
colors are blue and red but their meaning (good/bad) is not fixed and changes
randomly in each game.

An issue that arises when using the sequential BoA game is that often player
2 does not get a chance to make a choice. To make sure we obtain a significant
number of observations at this situation from each subject, we have them play
the sequential game twice as many times.

Detailed instructions were handed out to subjects at the beginning of the
experiment and subjects were left with enough time to read through them and
ask clarifying questions. The exact text of the instructions can be found in the
appendix. Incomplete information games, even as simple as the BoA game used
here, can appear quite complicated for subjects. To make sure all subjects cor-
rectly understood how payoffs depended on their decisions in each situation,
and the information structure, we used a short quiz. Subjects had to answer 5
multiple choice questions on their computer terminal after reading the instruc-
tions. They were not allowed to continue until answering all of them correctly. A
wrong answer would generate a short explanation of why the given answer was
wrong and the subject was prompted to try again. Subjects had no significant
difficulties in answering the questions correctly.

To determine subjects’ earnings, 7 of the 40 rounds were chosen randomly
the subjects’ outcome in these rounds was considered. An additional 100 points
were given to each subject to assure there was no bankruptcy. Points were
converted to swiss francs using a 20 to 1 exchange rate. Each subject received
an additional 10 francs show-up fee.

The experiment was conducted in three sessions with a total of 35 subjects
participating (5 in the 1st, 15 in each of the next two). Subjects were recruited
among undergraduate students at ETH Zurich and the University of Zurich
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using ORSEE (Greiner 2003) [16]. The experiment was conducted in the Exper-
imental Economics Lab of the University of Zurich using Z-Tree (Fischbacher
2007 [13]).

4 Results and Analysis

Given this design we obtain data for each subject and each game in the following
form:

• In situation 1, a decision to accept or reject.

• In situation 2, a decision to accept or reject if the computer has rejected.
When the computer accepts there is no decision for the subject to take,
hence no observation.

• In situation 3, a decision whether or not to pay for the option to observe
the computer’s choice.

– If the subject decides not to pay, we observe his decision to accept or
reject.

– If the subject pays, as in situation 2, we observe a decision to accept or
reject if the computer has rejected. When the computer accepts there
is no further decision for the subject to take.

For the first part of the analysis we shall focus on the subjects’ behavior in
situations 1 and 2. Discussion of behavior in situation 3 is deferred to the second
part of the analysis.

Table 2 shows aggregate behavior of subjects. The frequency with which
subjects reject the barrel is indicated, conditional on being in either situation 1
or 2, and after observing a good or bad signal. Recall that optimal behavior pre-
scribes to always reject. That is, if all subjects were sophisticated, the frequency
of rejection should always be 100%. If all subjects were naive, in the sense of
playing sincerely, the frequencies should alternate: 100% in the case of a bad
signal, 0% in the case of a good signal. Finally, if all subjects were GM types,
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then the frequency of rejection in the simultaneous game with a good signal,
should be 0% and all others 100%.

Situation: 1. Simultaneous 2. Sequential
Signal: bad good bad good
# of obs.: 84 266 110 68

freq. of rejection %: 95.2 42.1 100 67.7

Table 2: The frequency of rejection observed in the data, for situations 1 and 2.

It is clear that none of the above cases holds here. On one hand, almost
all subjects reject after observing a bad signal. This shows that subjects clearly
understand that a bad signal unambiguously reveals the state to be bad. On the
other hand, the frequency of rejection does not take an extreme value in neither
of the two games after observing a good signal (42% in the simultaneous and
68% in the sequential). The fact that the frequency is higher in the sequential
compared to the simultaneous, could point to the direction of GM type behavior.
Still, different explanations are possible. We discuss these now.

4.1 Mixture of naive and simultaneous types.

There is no reason to believe that all subjects should be either naive or sophisti-
cated. Heterogeneity among subjects is not only possible but also evident in the
individual data. In that case, the frequencies of rejection observed in case of a
good signal could be explained by a fraction of the subjects being sophisticated
and the rest naive.

The difference in the frequency of rejection between the simultaneous and
sequential games could be a result of the data collection process. Remember that
in the sequential game we only observe a subject’s choice when the computer
rejects. Furthermore, the times a particular subject receives a good signal in
either game is random. These two factors could result to a higher fraction of
choices after a good signal in the sequential game to pertain to sophisticated
subjects, relative to the simultaneous game. This would explain the difference
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in frequencies.
To study whether the above reasoning can explain the data we estimate a

model that allows for a mixture of types with different levels of sophistication.
We then check whether the behavior predicted by the estimated model fits
the data. We allow for three levels of sophistication. Two correspond to the
naive and sophisticated behavior discussed so far. The third corresponds to
completely random behavior and is added for completeness. Results do not
change if only two levels are considered.

Although subjects in the experiment play against a computer and therefore
do not face a proper strategic choice, it is convenient to think of this model as
a level-k thinking model. In the level-k model individuals have different levels
of strategic sophistication. In particular, an individual of level-0 is assumed to
play in a uniformly random manner9. A level-1 believes other players to be of
level-0 and best responds to that. In the BoA game this implies that such a player
plays “sincerely” (i.e. follows his/her signal). For player 2 this corresponds to
naive behavior. A level-2 player best responds to the belief that the others are
of level-1. In the BoA game a level-2 player 1 would still play sincerely as her
beliefs about player 2 do not affect her best response. This is also true for any
level-k ≥ 1. A level-2 player 2 would reject irrespectively of the private signal.
The same is true for individuals of a level-k > 2. Other models of bounded
rationality in games that allow for different levels of sophistication would result
in the same hierarchy of behavior if parameters were appropriately restricted10.

For the level-k model we estimate here we assume that a player of a particular
level k, either makes the choice that is predicted by the model for the particular
case he is in, or, with a probability λ, makes the opposite choice. The formal
definition of the model we estimate as well as the methods applied are described
in the appendix. Classification of subjects as level-0,-1, or -2 is done in parallel
with the estimation of the error rate λ̂. Results are summarized in table 3.

9Other definitions of level-0 play may be appropriate in other games. For a detailed discus-
sion see Crawford and Irriberi 2007.

10See for instance Camerer et al 2004 [4] and the cognitive hierarchy model described there.
The cursed equilibrium model by Eyster and Rabin 2005 also fits the case if the cursedness
parameter χ is restricted to extreme values. In that form, cursed equilibrium can be viewed as
a special case of analogy based equilibrium (Jehiel 2005 [17], Jehiel and Koessler 2008 [18]).
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To check the fit of the model to the actual data we use Monte-Carlo simu-
lations. The resulting estimates are shown in figure 1. The height of the bars
represents the expected frequency. Error bars mark the 95% confidence inter-
vals are also shown. It is clear that a mixture of types with different levels of
sophistication is not enough to explain our data. In no case do the observed
frequencies lie within the CI predicted by the model. We therefore reject the
possibility of such a model explaining the data and move on to explore other
possible explanations.

Model parameter 95% CI classification

level-0 level-1 level-2 -
Level-k λ̂ = 0.164 (0.111, 0.210) 3 17 15 -

NI-0 NI-1 NI-2 -
NI-k µ̂NI = 17.98 (12.66, 20.69) 1 12 22 -

- AH-1 AH-2 AH-GM
AH-k µ̂AH = 17.29 (12.52, 20.53) - 7 18 10

Table 3: ML estimation results and classification using the different models.

4.2 Noisy Introspection.

Decision making typically involves some steps of reasoning or introspection.
In a game this may be necessary to form higher order beliefs, while in non-
strategic but uncertain environments it is still necessary to perform some steps
of reasoning to calculate expected payoffs for each branch of a decision tree. The
higher the number of steps involved, the more difficult the process becomes and
the higher is the likelihood of making mistakes. This is the assumption behind
the Noisy Introspection (NI) model (Goeree and Holt 2004). The way this is
operationalized is via a sequence of noisy responses with non-decreasing noise
parameters.

What is very important for our purposes is that NI offers a possible expla-
nation for behavior similar to that of a GM type without precluding that an
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individual that exhibits such behavior is not able to perform CT. The idea is
that in the simultaneous game individuals must perform an additional step of
introspection compared to the sequential game. This additional step and the
associated noise leads to noisier behavior in the simultaneous game. This devi-
ation from optimal behavior will be more pronounced in the case of receiving a
good signal.

The NI model admits for different levels of sophistication in a similar fashion
as the Level-k model (see Goeree et al. 2013 [15]). We denote this variety of NI
as the NI-k model. A NI-0 individual behaves completely randomly (identical
to a level-0).

NI-1 individuals are able to complete a single round of noisy introspection
with a positive but finite noise parameterµ. That is, they have uniform first order
beliefs and their action is a noisy respond to that11. For additional rounds this
parameter grows to infinity. In the BoA game this means that an NI-1 player 2’s
first order beliefs about player 1 are “completely noisy” (uniform distribution)
and his choice is a noisy response to that (here modeled as a logit response with
noise parameter µ).

A NI-2 is able to complete two rounds of introspection. In the BoA game,
this means a NI-2 player 2 forms first order beliefs about player 1. These contain
noise that can be interpreted in two ways. First, it could be player 2 knowing
that player 1 is noisy in her choices12. The second interpretation, which we
adopt here, is that every additional step of reasoning adds to the complexity of
calculating one’s best response. Player 2 gives a noisy response based on these
noisy beliefs. In the BoA game it does not make sense to consider NI-k for k > 2:
player 1’s outcome does not depend on player 2’s choice and therefore neither
does her behavior. Thus, there is no need for player 2 to form second or higher
order beliefs.

The formal specification of the model estimated is described in the appendix,
along with the methods used to estimate the models fit. The objects of estima-
tion are the noise parameter µ and the classification of subjects. Results are

11We use the logit function to model player’s noisy responses.
12For more discussion of the “common knowledge of noise” interpretation of NI see Goeree

et al. 2013
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summarized in table 3.
In figure 1 one can see the model’s fit with the data. It is clearly an improve-

ment compared to the level-k model as now the predicted confidence intervals
all include the frequencies observed in the data, even if only marginally. One
can thus not reject the NI-k model as explaining subjects’ behavior in the experi-
ment. Still, as we shall show in what follows, making the additional assumption
that some individuals are able to perform LOA but not CT, not only allows us
to better fit the observed data, but also to capture differences in out-of-sample
behavior that are in line with said assumption.

4.3 An ad hoc model.

We want to test whether aggregate behavior being closer to optimal in the se-
quential game can be explained through a failure to perform contingent thinking
by subjects. Existing models of behavior, similarly to the ones already discussed,
may allow for such a failure only when it is accompanied by a failure to perform
LOA. We therefore recur to the use of an ad hoc model. In particular, we adapt
the NI-k model to our purpose in the following way: we introduce a GM type.
This type is identical to an NI-1 type in the simultaneous game, but switches to
an NI-2 type in the sequential game. This is meant to capture the fact that some
individuals may be able to perform LOA but not contingent thinking, and this
would lead to GM type behavior.

We denote this model the AH-k model and allow for types AH-1, AH-2 and
AH-GM. The formal definitions of the model follow naturally from the previous
definitions (see appendix). We omit types of k = 0 but including them would not
change our results. Our estimation results give µAH = 17.2912 with 7 subjects
classified as AH-1, 18 as AH-2, and 10 as AH-GM.

The AH-k model is practically the same as the NI-k model but allowing for an
additional type of behavior. This gives the model more room to accommodate
heterogeneity in subject’s behavior. It is therefore not surprising to see in figure
1, not only that the model cannot be rejected, but also that its fit is significantly
improved compared to the NI-k alternative. Based on these evidence alone it
would be premature to conclude that a failure to perform contingent thinking,
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captured by the classification of a significant number of subjects as AH-GM
types, is necessary to explain the data.

Our analysis up to now has allowed has to rule out the possibility of a simple
mixture of naive and sophisticated types as an explanation for our results. It
is not possible to rule out noisy introspection based on fit alone. To show that
differences in the ability to perform LOA that depend on the observability of
others’ actions are driving the results we observe, we turn to our out-of-sample
data from situation 3.
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Figure 1: Aggregate data and the fit of the different models estimated. The hight of
the bars indicates the frequency of subjects’ rejectns in each case: simultaneous (sim) or
sequential (seq) game, after observing a good or bad signal. 95% confidence intervals
are indicated for each model.
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5 Out-of-sample analysis

5.1 Behavior in situation 3: paying to observe.

In situation 3 subjects were given the choice to observe player 1’s decision.
Choosing to do so had a fixed cost of 10 points. The choice was made knowing
the value of q in the particular game but before drawing one’s private signal. In
practice, a subject’s choice to observe player 1’s decision turns a simultaneous
game in to a sequential game.

It is straightforward to see that optimal behavior in this case dictates not to
pay. Since it is optimal for player 2 to reject independently of his private signal
and player 1’s action, paying 10 points to observe said action is a waste. Similarly,
a naive player 2 that follows his private signal both in the simultaneous and the
sequential game irrespectively of what player 1 does, should not care about
her action. Therefore he should not pay either. On the other hand, a GM type
player 2 may be interested in paying. Observing player 1’s choice allows him
to perform LOA and use the additional information to reach a better decision.
Not observing player 1’s decision leaves player 2 without any actions on which
to perform LOA and CT is out of the question given our assumptions about GM
types. His choice in a simultaneous game will be based on less information.
Thus there is some value for such an individual in observing player 1’s actions.

Based on the reasoning above, if there are no GM types among our subjects
we should expect subjects to be generally unwilling to pay to observe player 1’s
choice. If GM types are present, they should be more willing than the rest to pay
to observe. Recall that the AH-k model is simply an extension of the NI-k model
that allows for GM types. If the better fit of the AH-k model is only because of its
higher degrees of freedom, then the subjects classified as AH-GM types should
not differ behaviorally from others classified as AH-1 or AH-2. If on the other
hand we observe the expected differences in behavior we can conjecture that
these are due to GM’s being able to perform LOA and not contingent thinking.

Figure 2 shows the average frequency of choosing to pay to observe player
1’s decision in situation 3, broken down by types. The left panel uses the NI-k
classification (omitting NI-0: only one subject) and the left panel uses the AH-
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k classification. The average frequency with which subjects choose to pay to
observe the computer’s choice is less than 50%. When the NI-k classification
is used we observe some difference in behavior between NI-1 and NI-2 type
subjects with the first choosing to pay with a slightly higher frequency, bust still
in average less than half of the times (NI-1: 43%, NI-2: 34%). Allowing for GM
types as we do in the AH-k models gives a relatively similar behavior for AH-1
and AH-2 types as their counterpart types in the NI-k model. Subjects classified
as AH-GM choose to pay with a much higher frequency (AH-1: 37%, AH-2:
26%, AH-GM: 57%).
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Figure 2: Decision to pay to observe the computer’s choice. The height of the bars show
the average frequency of acceptance to pay to observe within each type of subjects. The
left panel refers to the NI-k model, while the right panel refers to the AH-k model.

This finding is encouraging us to consider the AH-k model as a better model
for explaining our experimental data from a behavioral point of view. Taking a
closer look at the data, as we do next, reinforces this view.

Recall that in the experiment the number of bad apples in the bad barrel,
q, varied in each game. We exploit this variance to gain more insight in to the
behavior of subjects. Our hypothesis is that naive and sophisticated types, AH-1
and AH-2, do not see any value in observing player 1’s choice since it will not
affect their choice. This should not be affected by the value of q. We further
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hypothesize that GM types find a value in observing player 1’s choice that does
depend on q.

This value is a result of their inability to perform contingent thinking while
being able to perform LOA. Choice in a simultaneous game would be based only
on their private signal, while in the sequential game they can use the additional
signal inferred by player 1’s choice. The value of this additional signal is not
independent of q. Since a bad signal always reveals the state perfectly, the value
of a signal depends on the informativeness of a good signal. In particular, when
q is low, private signals are not very valuable. The value of a single signal
increases constantly with q. Still the marginal value of an additional signal,
while initially increasing with q, starts decreasing after a point. To understand
this think of the extreme case of q = 10. A private signal would perfectly reveal
the state reaching its maximum value. An additional private signal would then
be worthless. The marginal value for a second signal as a function of q has an
inverse U shape reaching its maximum value at q = 5.

In figure 3 we further break down the frequency with which subjects pay to
observe by type of subject (using AH-k, right panel in figure 2) and as a function
of q, the number of bad apples in the bad barrel. For types AH-1 and AH-2,
the frequency remains low with no evident dependence on q. For AH-GM the
picture is different. We observe an inverse U shape for the frequency, that reaches
it’s maximum value for q = 5. This behavior is in line with our hypothesis about
GM types’ reasoning abilities and them making the choice to pay to observe
with some probability that is positively correlated to their expected payoff.

We find the evidence presented here concerning subjects’ choice to pay to
observe as showing not only that subjects classified as AH-GM are behaviorally
different than others, but also that the assumptions about their cognitive abilities,
used to construct the classification, to be correct.

5.2 Behavior in situation 3: final choices.

As a final check of whether our classification of subjects captures behaviorally
relevant behavior is to look at the final choices made in situation 3. Based on our
discussion up to this point we would expect all subjects to reject when drawing
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Figure 3: Decision to observe the computer’s choice in the AH-k model. The frequencies
displayed in the right panel of figure 2 are broken down further with respect to the
number of apples in the bad barrel, q ∈ {1, ..., 9}. The shaded regions indicate the range
of values the frequencies take when classification is done using different values for the
model’s parameter µAH from the estimated 95% confidence interval.

a bad signal, both when they do or when they don’t observe the computer’s
choice. We would also expect AH-1 types to mostly accept when observing
a good signal, AH-2 types to mostly reject and AH-GM types to reject after
observing the computer reject and accept otherwise.

Subject’s final choices in situation 3 are summarized in table 4. The number
in each cell shows the average frequency of rejection for each type in situation
3, depending on whether the game is simultaneous or sequential and on the
subject’s private signal. The numbers in parenthesis refer to the total number
of cases the frequency is based on. In general, our classification performs re-
markably well in predicting behavior. The observed frequencies for each type
of subjects follow the predicted patterns13.

13Only for the case of AH-1 subjects in a sequential situation after observing a bad signal does
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Payed to observe: No - Simultaneous Yes - Sequential
Signal: bad good bad good

AH-1: 100 (10) 23.5 (34) 0 (1) 0 (4)
AH-2: 100 (39) 73.7 (95) 100 (5) 100 (1)
AH-GM: 100 (17) 15.4 (26) 100 (10) 91.7 (12)

freq. of rejection % (total # of obs.)

Table 4: The frequency of rejection observed in the data, for situation 3.

6 Discussion and Conclusions

The evidence we present in this paper confirm the intuitive idea that making
inferences about others’ private information based on their actions can be easier
when these are actually observed, rather than simply assumed to happen. But
our analysis goes deeper than that. We show that individuals are heterogeneous
in their abilities to perform said inferences. The higher frequency of sophisti-
cated behavior when others’ actions are observed can be mainly attributed to a
particular type of individuals. The behavior of the rest is characterized by the
same level of sophistication in either situation.

These findings suggest that attempts to model strategic behavior in a way
that allows for different levels of sophistication are on the right track. Such
models should incorporate the idea that some aspects of strategic sophistication
are closely related to the form of the relevant strategic interaction. The ad hoc
model used to classify subjects in our experiment does that by allowing some
individuals to better form beliefs about others when observing their actions.
This idea could easily be applied in simple settings, but it is by no means a
general model. It is not clear for instance how it can be applied to games with
more than two players or more than two periods, where an individual must take
in to account both observed and future actions of others. For such an example
think of a jury voting sequentially. A juror in the middle of the sequence must
make inferences about the private information of others that have voted before

this not seem to hold. The frequency is 0% when our model predicts a high frequency. Still, this
event (AH-1 in sequential game with good signal) occurs only once in situation 3 and it turns
out that in that occasion the subject made the infrequent choice of accepting.
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her, as well as that of those after her, contingent on the possibility of being
pivotal.

In our experiment subjects play the different games repeatedly, but do not
receive any feedback about their outcomes until the end. This precludes the
possibility of learning by observing one’s performance in the game. It is of
course the case in many situations that economic agents do not directly observe
the outcomes of their actions for a long period after these are taken. Still, it is
an important question whether the differences in strategic thinking we observe
in our experiment would survive if subjects could observe their outcomes im-
mediately. Our reading of the relevant experimental literature makes us believe
that such feedback would lead to more sophisticated behavior, but not neces-
sarily to perfectly rational play. To us the important question in such a context
would be whether players would still display strategic heterogeneity and how
this depends on the populations initial heterogeneity. We leave this question for
future research.

Whether to explore the learning patterns of different types, or to experi-
mentally study other questions regarding strategic heterogeneity in games of
incomplete information, it is important to be able to classify subjects appropri-
ately. The “barrel of apples” game and the experimental design we use, together
with the ad hoc model for classification, provide a framework to do exactly that.
This could easily be applied before or after relevant experiments in a similar way
as lottery choice tasks are used to determine subjects’ risk attitudes. The out-of-
sample results we present here indicate that relevant behavioral differences are
captured in a consistent way.
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A Estimation

Here we explain the methods and procedures used to estimate parameters and
calculate confidence intervals for the different models used in the analysis. All
codes used for estimation are available upon request.

A.1 Level-kmodel

Denote the probability of rejecting for a subject of level k in situation r ∈ {1, 2}
after observing signal s ∈ {g, b} as ρk

j,s. We estimate the following model:

ρ0
r,s = 1

2 , ∀r , s

ρ1
r,g = 1 − λ , ∀r

ρ1
r,b = λ , ∀r

ρ2
r,s = λ , ∀r , s

Where λ ∈ [0, 1] is the parameter to be estimated using maximum likelihood
estimation. Classification of subjects to different levels is done within the MLE
routine. Let Ci = {(xt

i , r
t
i , s

t
i) : xt

i ∈ X , rt
i ∈ {1, 2} , st

i ∈ {g, b} , t ∈ Ti} represent the
choices made by subject i in round t where the situation for the subject was rt

i

and he observed a signal st
i . Ti is the set of rounds in which subject i had to make

decisions. Recall that in situation 2, subjects take no decision if the computer
accepts. Let Lki(Ci, λ) be the interim likelihood function for the choices of subject
i classified as level ki, that made choices Ci. In particular it is:

Lki(Ci, λ) = Πt∈Ti

(
(1 − ρki

rt
i ,s

t
i
)xt

i + ρki

rt
i ,s

t
i
(1 − xt

i)
)

The likelihood function maximized in MLE is

L(x, λ) = Πi max
ki∈{0,1,2}

{Lki(xi, λ)}

For computational reasons, as is standard, the logarithm of the likelihood func-
tion was used. We obtain an estimate of λ̂ = 0.164 with 3 subjects classified as
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level-0, 17 as level-1, and 15 as level-2.
The 95% confidence interval for the parameterλ is calculated using bootstrap

techniques in the following way: We draw with replacement 2000 samples out
of the original sample. For each one of these we perform the MLE estimation
and classification as described above. We use the resulting distribution for λ to
calculate the CI’s.

To calculate the CI’s for the frequencies in each case (situation-signal com-
bination) we use Monte Carlo simulations in combinations with the bootstrap
techniques as follows. We take the 0th, 2nd, 4th, . . . ,100th percentile of the
distribution of λ that was estimated using bootstrap as described above. We
use each of these values for λ, and the classification of the original sample to
simulate subjects’ behavior according to the model, 200 times. This results in
10,200 simulations in total. Each of these gives a frequency of rejection for each
case. The 95% CI displayed by the error bars are based on the distribution of
the frequency in each case.

A.2 NI-k model

We now describe the NI-k model estimated here. We maintain the same notation
as in the level-k model.

ρ0
j,s = 1

2 ,∀ j , s

ρ1
1,s(q, µ) =

exp{ue
2( f2(R,x1),θ|s)/µ}

exp{ue
2( f2(R,x1),θ|s)/µ}+exp{ue

2( f2(A,x1),θ|s)/µ} ,∀s

ρ1
2,s(q, µ) =

exp{ue
2( f2(R,R),θ|s)/µ}

exp{ue
2( f2(R,R),θ|s)/µ}+exp{ue

2( f2(A,R),θ|s)/µ} ,∀s

ρ2
1,s(q, µ) =

exp{ue
2( f2(R,x1),θ,µ|s)/µ}

exp{ue
2( f2(R,x1),θ,µ|s)/µ}+exp{ue

2( f2(A,x1),θ,µ|s)/µ} ,∀s

ρ2
2,s(q, µ) =

exp{ue
2( f2(R,R),θ,µ|s)/µ}

exp{ue
2( f2(R,R),θ,µ|s)/µ}+exp{ue

2( f2(A,R),θ,µ|s)/µ} ,∀s

Where ue
2

(
f2(x2, x1), θ|s

)
represents the expected payoff for player 2 being NI-1

and choosing x2 when player 1 chooses x1 and observing s2 = s. An NI-1 player
2 believes Pr{x1 = A} = 1

2 .
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Similarly, ue
2

(
f2(x2, x1), θ, µ|s

)
represents the expected payoff for a player 2

that is NI-2. His believes about player 1 are given by

Pr{x1 = A|s1 = g} =
exp

{
100

2−q/10 /µ
}

exp
{

100
2−q/10 /µ

}
+exp

{ (1−q/10)100
2−q/10 /µ

}
Pr{x1 = A|s1 = b} =

exp{0/µ}
exp{0/µ}+exp{100/µ}

Here we assume that an NI-2 player 2 forms first order beliefs about player
1 as if she was a NI-k , 0 individual. This implies that the beliefs about player
1 are not symmetric with respect to player 1’s private signal s1. Results do not
change significantly if we impose symmetric beliefs.

We use the same MLE techniques as in the case of the level-k model to
estimate the NI-k model using our data. We obtain an estimate of µ̂ = 17.98 with
1 subject classified as NI-0, 12 as NI-1, and 22 as NI-2.

Again, the same methods as in the case of the level-k model are used to obtain
confidence intervals for the parameter µ and for examining the fit of the model
to the data.

A.3 AH-k model

The AH-k model we estimate follows from the NI-k model described above
with the following modifications. We allow for three types: k ∈ {1, 2,GM}. The
rejection probability for k ∈ {1, 2} is exactly the same as in the NI-k model. For
k = GM we have the following:

ρGM
1,s (q, µ) = ρ1

1,s(q, µ) ,∀s

ρGM
2,s (q, µ) = ρ2

2,s(q, µ) ,∀s

Estimation and classification is done as before.
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B Instructions

Thank you for participating in this session. The experiment will involve a
series of decisions. Each of you may earn different amounts. The amount you
earn depends on your decisions and chance. The exchange rate used in the
experiment is 20 points for 1 CHF. You also receive a 10 CHF participation fee.
Upon completion of the experiment, you will be paid individually and privately.

Please remain quiet!
You will be using the computer terminal for the entire experiment, and your

decisions will be made on your computer terminals. Please DO NOT talk or
make any other audible noises during the experiment. If you have any questions,
raise your hand and your question will be answered so that everyone can hear.

The experiment consists of a series of offers made to you and another party.
The other party will actually be simulated by a computer. Therefore, from now
on we refer to it as “the computer”. These offers all share a common structure
which is the following: You and the computer are offered a single box which
you may accept or reject. Since there is only one box that is offered, it is not
possible for both you and the computer to get it. In particular, the computer has
priority. This means that:

• if you both accept the box, the computer gets it.

• If you both reject it, neither you nor the computer gets it.

• If one accepts and the other rejects, the box is given to the one that accepted.

Payoffs: The box may be GOOD or BAD with equal probability. Your payoffs
depend on whether the box is good or bad and whether you get it:

• If you get the box and it is GOOD, you win 100 points.

• If you get the box and it is BAD, you win 0 points.

• If you do not get the box and it is GOOD you win 0 points.

• If you do not get the box and it is BAD you win 100 points.
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Figure 1 Figure 2

Information: You will not know whether the box is good or bad. You know the following: The
box contains 10 balls that are either red or blue. If it is GOOD, all balls have the same color. If
it  is  BAD,  it  contains  both  red  and  blue  balls.  The  following  examples  show  you  what
information you will have for each offer:
Example 1  : In figure 1 you see an example where:

• If the box is good, all balls are blue. (left half)

• If the box is bad, there are 3 red balls and 7 blue balls. (right half)
Example 2  : In figure 2 you see an example where:

• If the box is good, all balls are red. (left half)

• If the box is bad, there are 6 blue balls and 4 red balls. (right half)
In each offer you will be shown a similar figure.
Before you and the computer make the decision to  accept  or reject  the box the following
happens: the computer draws a ball from the box, looks at its color and returns it to the box.
Then, you do the same: you draw a ball, look at its color and return it to the box. These actions
will take place virtually and you will see on the screen the color of the ball you drew. You
cannot see the color of the ball the computer draws. Neither can the computer see the color of
the ball you draw.
The computer’s decision: We now explain how the computer makes decisions and then give
some examples to make it clear. The computer makes decisions according to the following rule:
If the color of the ball it draws from the box is the same as the color of the balls in the GOOD
box, then the computer accepts the box. Otherwise it rejects.

Information: You will not know whether the box is good or bad. You know
the following: The box contains 10 balls that are either red or blue. If it is GOOD,
all balls have the same color. If it is BAD, it contains both red and blue balls. The
following examples show you what information you will have for each offer:
Example 1: In figure 1 you see an example where:

• If the box is good, all balls are blue. (left half)

• If the box is bad, there are 3 red balls and 7 blue balls. (right half)

Example 2: In figure 2 you see an example where:

• If the box is good, all balls are red. (left half)

• If the box is bad, there are 6 blue balls and 4 red balls. (right half)

In each offer you will be shown a similar figure.
Before you and the computer make the decision to accept or reject the box

the following happens: the computer draws a ball from the box, looks at its
color and returns it to the box. Then, you do the same: you draw a ball, look at
its color and return it to the box. These actions will take place virtually and you
will see on the screen the color of the ball you drew. You cannot see the color of
the ball the computer draws. Neither can the computer see the color of the ball
you draw.

The computer’s decision: We now explain how the computer makes de-
cisions and then give some examples to make it clear. The computer makes
decisions according to the following rule:
If the color of the ball it draws from the box is the same as the color of the balls in the

30



GOOD box, then the computer accepts the box. Otherwise it rejects.
Example 1: If the two possible contents of the box are like the ones depicted in
figure 1, then the computer:

• Accepts if he draws a blue ball

• Rejects if he draws a red ball.

Example 2: If the two possible contents of the box are like the ones depicted in
figure 2, then the computer:

• Accepts if he draws a red ball

• Rejects if he draws a blue ball.

Situations: There are three different situations in which you will have to
make your decisions. You will be put in each of these situations a number of
times and in random order:

• Situation 1. You and the computer decide simultaneously without observ-
ing each other’s decisions. (10 times)

• Situation 2. The computer decides first and you can observe his decision.
If the computer accepts, you cannot do anything. If it rejects, you have to
decide yourself. (20 times)

• Situation 3. You are given the option to pay 10 points in order to observe
the computer?s decision before you decide for yourself. (10 times)

The following screenshots demonstrate what the screen will look like in each
offer in these different situations. They all share some common features:

• In the upper left frame you receive a short description of the situation you
are in. This corresponds to the three situations described previously.

• On the upper right frame you are shown the two possible contents of the
box. If the box is good it will contain the balls shown on the left half of the
frame. If the box is bad it will contain the balls shown on the right half.
The exact contents will be different in every offer.
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• The lower left frame is reserved for information about the computer’s
decisions. In situation 1 this information is not available, as shown in
Screenshot 1. In situation 2 you will be shown the computer’s decision
(Screenshot 2). In situation 3, this is the place where you make your
choice whether or not to buy the option to observe the computer’s deci-
sion (Screenshot 3).

• In the lower center you can see the ball you have drawn from the box.
(Screenshots 1 and 2). In situation 3, this will be shown to you only after
you decide whether or not to buy the option to observe the computer’s
decision (Screenshot 3).

• In the lower right frame you are asked to introduce your decision on
whether to accept or reject the box (Screenshot 1).

continues in next page
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Screenshot 1: situation 1

Screenshot 2: situation 2
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Screenshot 3: situation 3

In total you will face 40 different offers. In each of these you get different payoffs depending

on your decisions, the computer’s decisions, and chance. Here are some examples

Example 1: You are in situation 3. You pay 10 points to observe the computer’s choice. The

computer accepts and gets the box. The box turns out to be bad, so you win 100 points because

it is bad and you didn’t get it. Your payoff in this offer is: 

-10+100=90 points.

Example 2: You are in situation 2. The computer rejects the box. You accept the box.  It turns

out to be bad, so you don’t win any points because it is bad and you got it. Your payoff in

this offer is: 0 points.

Example 3: You are in situation 3. You pay 10 points to observe the computer’s choice. The

computer rejects the box. You accept the box. It turns out to be bad, so you win 0 points

because it is bad and you got it. Your payoff is: -10+0 = -10 points.

To determine your final earnings, 7 of these offers will be chosen randomly and your payoff in

these 7 offers will be used to determine your final payoff. At the end you will get an additional

100 points. This is to guarantee that you will have no negative earnings at the end of the

experiment. 

Quiz: Before starting the sequence of offers you are asked to take a small quiz to make sure

you have understood these instructions. You can try each question as many times as necessary

until you get it right. If you have any questions during the quiz, raise your hand and one of the

assistants will approach you. 

Once you finish, wait silently at your seat until we call you to come and receive your payment.

In total you will face 40 different offers. In each of these you get different
payoffs depending on your decisions, the computer’s decisions, and chance.
Here are some examples

Example 1: You are in situation 3. You pay 10 points to observe the com-
puter?s choice. The computer accepts and gets the box. The box turns out to be
bad, so you win 100 points because it is bad and you didn’t get it. Your payoff

in this offer is: -10+100=90 points.
Example 2: You are in situation 2. The computer rejects the box. You accept

the box. It turns out to be bad, so you don’t win any points because it is bad and
you got it. Your payoff in this offer is: 0 points.

Example 3: You are in situation 3. You pay 10 points to observe the com-
puter’s choice. The computer rejects the box. You accept the box. It turns out
to be bad, so you win 0 points because it is bad and you got it. Your payoff is:
-10+0 = -10 points.

To determine your final earnings, 7 of these offers will be chosen randomly
and your payoff in these 7 offers will be used to determine your final payoff. At
the end you will get an additional 100 points. This is to guarantee that you will
have no negative earnings at the end of the experiment.

Quiz: Before starting the sequence of offers you are asked to take a small quiz
to make sure you have understood these instructions. You can try each question
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as many times as necessary until you get it right. If you have any questions
during the quiz, raise your hand and one of the assistants will approach you.

Once you finish, wait silently at your seat until we call you to come and
receive your payment.

C Comprehension Quiz

After reading the instructions and before starting the experiment, subjects had
to answer the following questions.

1. If both you and the computer accept the box:

a. You keep it and you win 100 points if it is good.
b. The computer keeps it and you win 100 points if it is good.
c. You keep it and you win 100 points if it is bad.
d. The computer keeps it and you win 100 points if it is bad.

2. If you accept the box and the computer rejects:

a. You keep it and you win 100 points if it is bad.
b. The computer keeps it and you win 100 points if it is good.
c. You keep it and you win 100 points if it is good.
d. The computer keeps it and you win 100 points if it is bad.

3. If you both reject the box:

a. Nobody keeps it and you win 100 points if it is bad.
b. You keep it and you win 100 points if it is good.
c. Nobody keeps it and you win 100 points if it is good.
d. The computer keeps it and you win 100 points if it is bad.
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4. Suppose the box is one of the two shown above. Also, suppose that a
single ball is drawn and shown to you and the computer (note: this is not
how it is done in the experiment). If the ball is BLUE, then:

a. You know that the box is good.
b. You know that the box is bad.
c. You know it is more likely for the box to be good.
d. You know it is more likely for the box to be bad.

5. Suppose the box is one of the two shown above. Also, suppose that a
single ball is drawn and shown to you and the computer (note: this is not
how it is done in the experiment). If the ball is BLUE, then:

a. You know that the box is good.
b. You know that the box is bad.
c. You do not know for sure whether the box is good or bad.
d. You know it is more likely for the box to be bad.
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