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Abstract

We study the efficacy and efficiency of gift-exchange as an incentive mechanism. We formalize two well-

established psychological insights—the importance of expectations about upcoming outcomes to shape be-

havior, and the adaptation over time to constant stimuli—to analyze an important but up to now neglected

aspect of monetary gifts: their surprising or anticipated nature. Our theory delivers four main messages, (1)

the power of gifts is greater whenever they surprise workers, (2) the power of surprising gifts, however, wanes

over time, (3) gifts are cursed as, once a firm grants one, it should grant it forever, and therefore (4) gifts are

only profitable in short-term interactions. We conclude that to make the most of the power of monetary gifts

to motivate workers, it is crucial to manage the expectations that gifts create.
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1 Introduction

Whether paying above-market wages is an efficient mechanism to elicit employees’ effort is an important eco-

nomic question. If workers engage in gift exchange in response to above-market wages, i.e., if workers interpret

higher wages as a gift and as a consequence they reciprocate above-market wages with above-minimum effort,

as proposed by Akerlof’s (1982), then firms can rely on gift exchange to motivate workers. Gift exchange, there-

fore, could save firms from the onerous costs of successfully designing and implementing pay-for-performance

incentive schemes, especially in the common case where effort is difficult to measure or contract on.

Despite its potential importance as an incentive mechanism, several aspects of gift exchange remain unstud-

ied. In particular, there are no significant attempts to study which aspects of the monetary gift are important

to trigger reciprocal responses from workers. Rather, the literature has focused on studying the importance

of market conditions such as the market size (Brandts et al. 2010, e.g.) and its structure (Schram, Brandts

& Gërxhani 2010); the characteristics of who grants the gift (Charness 2004, e.g.); the agent’s information

about the firm’s surplus (Hennig-Schmidt, Rockenbach & Sadrieh 2010, DellaVigna et al. 2016) or his ability

to repay the gift (Englmaier & Leider 2012b); and even the demographics of the recipient agent such as gender

(Chaudhuri & Sbai 2011, Hannan, Kagel & Moser 2002).1 To the best of our knowledge, however, no study has

focused on the properties of the monetary gift itself.

This paper advances the incentives literature by theoretically studying an until now largely neglected aspect

of monetary gifts: their surprising or anticipated nature. To this end, we develop a model of reference-dependent

reciprocity where the reference point corresponds to the worker’s recent rational expectations. We use the model

to study the implications of this aspect of monetary gifts to profitably elicit effort in one-shot and repeated

principal-agent interactions. We discuss how this model organizes findings from the experimental literature,

and the novel predictions it makes in other contexts.

Our model of reference-dependent reciprocity builds on two important psychological insights: expected

outcomes as a key determinant of behavior and hedonic adaptation. First, the idea that expectations about

upcoming outcomes determine the response to actual outcomes dates back to Vroom (1964), while in economics

it was formalized by Kőszegi & Rabin (2006, 2007, 2009) who embedded the idea in a model of reference-

dependent preferences with loss aversion as in Kahneman & Tversky (1979).2 Building on expectations as

reference points allow us to formalize the idea of a payment being surprising or anticipated, depending on

1These studies build on earlier demonstrations of gift exchange in the laboratory (Fehr, Kirchsteiger & Riedl 1993, Fehr,
Kirchsteiger & Riedl 1998, Fehr et al. 1998).

2Vroom’s Expectancy theory has been extensively studied and applied in psychology. For a description and a metanalysis of
the evidence see Van Eerde & Thierry (1996) and Ambrose & Kulik (1999).
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whether the agent foresaw the gift or not and thus whether he incorporated it into his payment expectations.

Second, adaptation refers to the idea that the hedonic response to a constant stimuli is decreasing in time.

First proposed in psychology by Helson (1964) and applied to economics by Frederick & Loewenstein (1999)

and Frey & Stutzer (2002), among others, incorporating hedonic adaptation into our model allows us to predict

the dynamic consequences of fixed wage increases.3

Our model delivers four novel messages on the efficacy and efficiency of monetary gifts,

(1) The power of gifts is greater whenever they are surprising. Because surprising gifts trigger a pleasing

departure from payment expectations while anticipated payments do not, they elicit a larger effort responses.

Similarly, surprising pay cuts lead to more costly retaliation from workers than anticipated cuts.

(2) The power of a surprising gift, however, wanes over time. Because a permanent fixed wage increase is a

constant stimuli, we argue that a high fixed wage looses power as workers update their payment expectations:

as expectation update, hedonic adaptation occurs and effort returns to its baseline level.

(3) Moreover, gifts are cursed: Firms should grant them forever or never grant them. The intuitive implication

of the waning power of gift exchange is that firms should grant one-time monetary gifts randomly to repeatedly

trigger reciprocal effort. We show, however, that this intuition is incorrect: if the transitory monetary gift

creates the expectation of potential further gifts, agents will retaliate when these expectations are unfulfilled

by exerting lower effort than if they had not received any gift. We show that this retaliation of expected but

unfulfilled gifts always outweighs the benefits from the sporadic positive surprises. In fact, in shorter-term

interactions we show that, if firms are unable to manage expectations, they always prefer to turn surprising

bonuses into permanent wage raises, even though the raise is only able to raise effort immediately after it is

granted.

(4) And even if a gift is surprising, it is only profitable in short interactions. Because monetary gifts lead

to expectations of further gifts, and because both sporadic gifts and permanent raises are costly for the firm

as soon as expectations adapt, then it must be the case that gifts are more likely to be profitable in shorter

interactions.

Even though to our knowledge we are first to explore theoretically the implications of the surprising versus

anticipated nature of monetary gifts on effort provision and gift profitability, our model is related to others

studying the efficiency of gift exchange. Kranton (1996) showed that gift exchange can persist even if it is

inefficient relative to a market interaction. Dur (2009) explores a different aspect of gift giving by focusing on

how low wages can signal that an altruistic firm can pay attention to their workers, a resource which workers

3After Helson (1964), Brickman & Campbell (1971) coined the term hedonic treadmill to apply the concept of adaptation to
happiness. See Diener, Lucas & Scollon (2006) for a good review and pending issues in the literature on adaptation.
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value and thus reciprocate with higher effort. Netzer & Schmutzler (2014) showed that gift exchange does not

arise in equilibrium if the agent has intentions-based reciprocal preferences as he cannot interpret any profitable

effort increase as kind. Finally, Benjamin (2015) develops a model where workers have fairness concerns that

depend on a reference transaction. He shows that it rationalizes several types of wage rigidities, such as wage

insensitivity to market conditions.

This paper proceeds as follows. Section 2 presents the model. Sections 3 to 6 formalize the four messages

and provide some interesting insights about the optimal size of gift and the fair-wage hypothesis (Akerlof &

Yellen 1990). Section 7 relates our messages to the empirical evidence on gift exchange. Before concluding,

Section 8 discusses some lessons extracted from our model predictions as well as avenues for future research.

2 The Model Set Up

A principal hires an agent to exert effort e for a fixed wage w. We specify the number of periods they interact

and the level of the wage relative to the market wage w in each section. The firm is assumed to be a risk

neutral profit maximizer with no “behavioral” components, with preferences defined by the profit function

π(e, w) = be− w, b > 0.

(1) The employee’s preferences. Inspired by Kőszegi & Rabin (2006), we assume the employee experiences utility

from two sources: standard consumption utility from material outcomes (wages and effort costs) and reference-

dependent utility or gain-loss utility from comparing actual outcomes to the expected ones. Whenever expected

outcomes are stochastic, we also follow Kőszegi & Rabin (2006) by assuming the agent compares each point of

the reference distribution to each possible outcome. In principal-agent models assuming reference-dependent

preferences, it is standard to assume the agent compares wages and effort against a reference point (see Kőszegi

(2014) for a review). In our model, however, since wages are fixed, we simplify by ignoring reference dependent

utility in this dimension. We therefore assume the agent compares three outcomes against his recently held

expectations: effort costs, the firm’s kindness, and the firm’s profits. Thus, the novel component in our model is

that the employee’s concern for the firm’s kindness and profits will also be reference-dependent.4 Assumption 1

describes the shape of consumption utility, while Assumption 2 describes gain-loss utility.

Assumption 1 (Consumption Utility m(·))

(i) Consumption utility is linear in the wage w.

(ii) w, the market wage, is the workers’ reservation wage.

4In a related model Khalmetski, Ockenfels & Werner (2015) model surprising gifts in the context of guilt aversion in the spirit
of Battigalli & Dufwenberg (2007). They apply the model to a dictator game to show that dictator transfers can both, decrease
and increase with the recipient’s expectation, depending on the weight put on positive and negative surprises, respectively.
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(iii) Effort costs, given by c(e), are minimized at a baseline level e > 0, and cost is increasing and convex in

either direction from there. For simplicity, specify c(e) = γ
2 (e− e)2, γ > 0.

(iv) Altogether, consumption utility is given by

m(e, w) = w − γ

2
(e− e)2 (1)

In a model with fixed wages, the linearity of consumption utility in wages is an innocuous simplification. The

market wage w defines the outside option that is needed to determine incentive compatibility of the principal-

agent interaction in Section 5. The assumption that the effort cost is quadratic is made for simplicity as it

allow us to derive closed form solutions, which will help understanding the mechanisms. The assumption that

the convex effort-cost function has a positive interior minimum is also mathematically immaterial but made to

aid with intuition. Finally, the assumption that consumption utility is additive is standard in principal-agent

models.

Notice that m(·) in Assumption 1 does not include a pure reciprocity component. Including non-reference-

dependent social preferences in the utility function would introduce a baseline positive correlation between

wages and effort even in the absence of surprising gifts, but it would not modify the dynamics of reciprocal

behavior over time. To focus on the effect of surprises specifically, we develop the model without such term,

though we do comment after the main propositions how the inclusion of baseline reciprocity would affect them.5

In addition to consumption utility, we assume the worker experiences gain-loss utility in effort and in

reciprocity. Similarly to non-reference-dependent models of intentions-based social preferences such as Rabin

(1993), Levine (1998), Dufwenberg & Kirchsteiger (2004) or Falk & Fischbacher (2006), we assume the worker

puts positive weight on the firm’s profits if the firm has been unexpectedly kind, and negative weight if the firm

has been unexpectedly unkind.

Assumption 2 (Gain-Loss Utility n(·|·))

(i) The firm’s kindness K(w) is strictly increasing, strictly concave, and normalized to 0 at the market wage

5Reciprocity has been shown to impact many different market interactions (see Malmendier, te Velde & Weber (2014) for a
review), and substantial evidence exists to support social preferences in gift exchange as well. For instance, Charness (2000),
Charness (2004), Charness & Haruvy (2002), Charness et al. (2012), and Huck, Seltzer & Wallace (2011) all run variants of the
gift exchange game in the lab that indicate that social preferences, and intentions-based social preferences, are a key driver of gift
exchange. Laboratory results are in fact so strong that the gift exchange game has become a workhorse for investigating related
phenomena, such as endogenous formation of long-term trading partnerships (Brown, Falk & Fehr 2004, Brown, Falk & Fehr 2012),
wage compression (Charness, Gross & Guo 2014, Charness & Kuhn 2007, Güth et al. 2001, Kocher, Luhan & Sutter 2012), wage
rigidity (Fehr & Falk 1999), charitable giving (Koppel & Regner 2011), deferred compensation (Huck, Seltzer & Wallace 2011),
group decision making (Kocher & Sutter 2003), and peer effects/social comparison (Abeler et al. 2010, Hennig-Schmidt, Rockenbach
& Sadrieh 2010, Clark, Masclet & Villeval 2010, Cohn et al. 2014, Gächter & Thöni 2010, Siang, Requate & Waichman 2011).
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(ii) The gain-loss utility function is ηµ(x), where η > 0 is the relative weight put on gains and losses. µ(x) is

linear with a slope of 1 for x ≥ 0 and λ > 1 for x < 0, where λ is the loss aversion parameter.

(iii) Given a reference effort level ẽ, gain-loss utility from effort is,

ne(e|ẽ) = ηµ(−c(e) + c(ẽ)) (2)

(iv) Given a reference wage w̃ and a reciprocity parameter α > 0, gain-loss utility from reciprocity is,

nk(w, e|w̃, ẽ) = αηµ(K(w)−K(w̃))µ(π(w, e)− π(w̃, ẽ)) (3)

(v) Overall gain-loss utility is given by n(e, w|ẽ, w̃) = ne(e|ẽ) + nk(w, e|w̃, ẽ).

A few points deserve note. First, the assumption that the gain-loss utility function is linear is standard in

applications of the Kőszegi & Rabin preferences.7 Second, recall that because in gift-exchange wages are fixed,

we do not add gain-loss utility in payments as it does not impact the employee’s effort decision. Lastly, the

gain-loss utility from reciprocity in (iv) departs from Kőszegi & Rabin (2006), as their model assumes additive

separability in all utility components.8

Finally, Assumption 3 puts together Assumption 1 and Assumption 2.

Assumption 3 (Total Utility)

Total utility is the sum of material and gain-loss utility, U(e, w|ẽ, w̃) = m(e, w) + n(e, w|ẽ, w̃).

(2) Timing. The exact timing of the principal-agent interaction will change in each section. The general timing,

however, is as follows. At the start of any given period the employee forms rational expectations about the

6The assumption K(w) = 0 states that the market wage is the fair wage. This assumption is supported by, for example,
Kahneman, Knetsch & Thaler (1986). They asked phone survey respondents the following question: “A small photocopying shop
has one employee who has worked in the shop for six months and earns $9 per hour. Business continues to be satisfactory, but
a factory in the area has closed and unemployment has increased. Other small shops have now hired reliable workers at $7 an
hour to perform jobs similar to those done by the photocopy shop employee. The current employee leaves, and the owner decides
to pay a replacement $7 an hour.” Of the 125 respondents 73% found paying the going market wage either “Completely Fair” or
“Acceptable” whereas only 27% found it “Unfair”.

7See for instance applications to pricing (Heidhues & Kőszegi 2008), labor supply (Crawford & Meng 2011), effort provision
(Abeler et al. 2011), sales (Heidhues & Kőszegi 2014), among others.

8Perhaps the most direct application of Kőszegi & Rabin’s (2006) model would be to assume a reference-dependent reciprocity
component of the form αηµ(K(w)(be−w)−K(w̃)(bẽ− w̃)). This, however, makes the counterintuitive prediction that a firm who is
kind, but not as kind as expected, will increase profits as workers try to make up for loss in overall reciprocity. We also could have
used the specification αηµ((K(w)−K(w̃))(b(e− ẽ)−(w−w̃))), which would generate very similar results. However, this specification
would predict that workers reward and punish wage deviations to an equal degree, whereas the psychology of loss aversion, along
with the empirical evidence (Engelmann & Ortmann 2009, Kube, Maréchal & Puppe 2013, e.g.), indicate that workers are more
sensitive to wage cuts than wage gains.
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wage that he is going to receive and the effort he is going to exert. These expectations constitute his reference

point. Let w̃ denote the wage expectations, which are possibly stochastic, and let ẽ denote his contingent effort

plan. Then the principal announces the wage, the worker exerts effort and the period ends.

(3) Equilibrium. Following Kőszegi & Rabin (2006) we assume the worker must form and execute credible

wage-contingent effort plans, i.e. effort plans he knows he will not want to deviate from once he has planned

them. These credible plans, thus, will constitute the employee’s reference point. If there are several credible

effort plans, then the agent chooses the plan that provides him with the highest overall utility. This is the

worker’s preferred personal equilibrium (PPE).

Definition 1 (The Agent’s Preferred Personal Equilibrium (PPE))

In any given period t actual effort et and a plan for future effort ẽt,τ , t < τ 6 T correspond to a PPE if,

(i) et ∈ argmax
e′t∈E

EUt(e
′
t, wt|ẽt−1,t, w̃t−1,t) and

(ii) ẽt,τ ∈ argmax
e′t∈EPE

EUτ (e′t, w̃t,τ |e′t, w̃t,τ ) τ > t

where (1) E corresponds to the set of all possible efforts and EPE corresponds to the set of all efforts that

constitute an equilibrium for periods τ > t given w̃t,τ , (2) ẽt−1,t constituted an equilibrium in period t-1 and

(3) w̃t,τ and w̃t−1,t are rationally formed given the economic environment.

Part (i) in Definition 1 says that in each period the agent exerts effort so to maximize his utility given the

period-t expectations about effort and wages he formed in period t − 1. Part (ii) ensures that when forming

his effort plans for the future periods—effort plans that will determine his expectations about the principal’s

payoff and kindness—he will only choose a plan that he knows he will be willing to follow given the outcome

expectations these plans generate.

Before presenting our model’s predictions, Lemma 1 presents one useful implication of this solution concept.

Lemma 1 Suppose the agent expects his future wage to be a fixed wage w̃ with certainty. Then, he forms his

effort plans as a consumption utility maximizer, yielding ẽ = e.

The intuition behind Lemma 1 is straightforward: since agents form plans rationally, absent uncertainty or

information arrival it must be the case that their expectations will be realized. Because expectations are met

and plans must be credible, they experience zero gain-loss utility and thus total utility reduces to consumption

utility. Finally, notice that Lemma 1 holds in one-shot and in repeated interactions.
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Figure 1: Timing of the one-shot interaction with a fully-surprising gift

Firm credibly
hires worker
at market
wage, w

Worker forms
expectations,

w̃ = w

and
ẽ = e

Firm surprisingly
announces
wh > w

+
Worker inmmediately

exerts e
given (w̃, ẽ)

3 The Power of Gifts is Greater Whenever They Are Surprising

“If your boss walked over your desk and handed you $10,000, would it make you work

harder for the rest of the day, or the rest of the year? I think it would!”

Member in Style.Gather.com commenting on

Oprah’s surprising bonus to her magazine employees in 2010.

In this section we explore the extent to which surprising versus anticipated gifts can elicit a reciprocal

response and the firm’s profit from granting such gifts. Aside from our main message of gifts being more

effective whenever they are surprising, we explore other conditions such as the size of the gift and the impact

of the kindness perception of the market wage in triggering reciprocal effort.

For this section, assume the principal and the agent interact during one period, and that at the beginning of

the only period the agent is recruited by the principal at the market wage w. Because the agent was recruited

at the market wage, he forms his wage expectation as w̃ = w. Moreover, because the agent does not expect any

deviation from the market wage, by Lemma 1 it must be the case that ẽ = e. Assume now that right before

exerting work, the firm surprisingly raises the wage to wh > w. Figure 1 displays the resulting timeline.

Immediately after being surprised with a high wage wh, the worker’s problem is to find e∗ to solve,

e∗ ∈ argmax
e

w − γ

2
(e− e)2 + ηµ

(
− γ

2
(e− e)2

)
+ αηµ(K(wh)−K(w̃))µ(π(wh, e)− π(w, e)) (4)

To understand how this re-optimization necessarily leads to an increase in effort relative to an anticipated

gift, consider the possibilities that the worker faces in this optimization problem. First notice that he can’t

simply solve the first order condition, because his utility function has a kink in it at the effort level satisfying

π(e, w) = π(e, w), where the firm’s profits shifts from the loss domain to the gain domain.9 Suppose his optimum

9 Notice that no such kink exists where gain-loss effort costs shift from the loss to gain domain, however, since any deviation
from the plan of minimal effort implies a loss due to the quadratic nature of the cost function.
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does occur at a differentiable point in his utility function. Then the first order condition applies, and we can

rearrange it to

e∗ = e+
αηK(wh)µ′πb

γ(1 + ηλ)
> e (5)

where the inequality holds because µ
′
π = µ′(π(wh, e

∗) − π(w, e)) > 0. The worker therefore exerts more effort

than he would have absent the surprising gift in order to reciprocate the principal’s unexpected kindness.

In case this optimization process runs into the kink in the utility function, however, the worker must

compare any interior solutions to the utility he would get from exactly repaying the firm the costs of the gift

(be − wh = be − w ⇒ e = e + (wh − w)/b). Details are relegated to the appendix, but the worker chooses this

increased effort level for a nonzero range of gifts, but he never prefers to stick with his plan of choosing e, and

thus always exerts more effort than he planned to.

Recalling that Lemma 1 says that an unsurprising gift will lead to effort e, we have thus proved the following

proposition.

Proposition 1 A surprising gift wh > w leads to higher effort than an anticipated gift, that is e∗ > e.

Before examining the profitability of this reciprocal response, we notice that this effort response not only

conforms to Akerlof (1982) gift-exchange hypothesis, but also dovetails with the fair-wage hypothesis in Akerlof

& Yellen (1990). According to this theory, workers only engage in reciprocal behavior in response to a wage

increase if they perceive the market wage as unfair.10 To see how is this related to our model, we relax the

assumption that K(w) = 0 and consider some further structure on the kindness function. In particular, take two

strictly increasing, strictly concave functions K1 and K2, where K1(w) > 0, K2(w) < 0 and K1(wh) = K2(wh).

Then it must be the case that K1(wh)−K1(w) < K2(wh)−K2(w) and thus the excess effort in response to a

gift, αη(K(wh)−K(w))µ′πb
γ(1+ηλ) , must be stronger under K2 than under K1. Intuitively, in our model the effort response

is proportional to the size of the surprise in the kindness domain. For a given perceived kindness of the gift then,

an unkind market wage implies a bigger surprise relative to a kind one, thus triggering also greater reciprocal

effort.

Finally, notice that Proposition 1 is robust to incorporating baseline reciprocity in an additive form. When-

ever additive, reciprocity in levels—triggered by the gift irrespective of its surprising or anticipated nature—

occurs independently of the reference-dependent reciprocity, only the magnitude of the reciprocal response

would be affected. In particular the effort response would be larger.

10Cohn, Fehr & Goette (n.d.) find supporting evidence for this prediction in a field experiment in which newspaper distributors
received surprising wage increases, but the reciprocal response was attributable to those who perceived the baseline wage to be
unfair.
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3.1 Gifts must be small to be profitable

Delving more deeply into the worker’s optimization problem will allow us to determine when his response

will be in the loss domain of profits, when it will be in the gain domain, and when it will be at the kink at

be−w = be−w. This is of course of primary interest to the firm, which would like to choose a gift that elicits

a profitable response, not just an increase in effort levels.

Consider first the case where the gift and the worker’s optimal response leaves the firm’s profits in the gain

domain, i.e., wh < b(e−e)+w. Denote eg (for gain) as the optimal effort given this assumption. Using equation

(5) and the assumption about the firm’s profits, we have that eg and the range of profitable gifts are,

eg = e+
αηK(wh)b

γ(1 + ηλ)
⇒ wh <

αηK(wh)b2

γ(1 + ηλ)
+ w (6)

On the other hand, if profits are in the loss domain, wh > b(e− e) +w, an analogous calculation shows that

the optimal response el (for loss) and the range of unprofitable gifts are,

el = e+
αηλK(wh)b

γ(1 + ηλ)
⇒ wh >

αηλK(wh)b2

γ(1 + ηλ)
+ w (7)

We relegate the details to the appendix, but it turns out that these responses are in fact optimal so long as

the profit conditions they imply hold, and when neither hold, the worker will optimally respond with be−w =

be− w ⇔ e = e+ (wh − w)/b.

Figure 2 shows with a solid thick red line the worker’s response, in terms of increased revenue b(e− e), as a

function of the size of the gift. To understand the shape of this revenue-response function, start by noticing that

the diagonal line is where increased revenue exactly compensates the firm for the cost of the wage increase. The

lower dotted concave curve shows the revenue increase that occurs when the worker responds with eg, and since

he only does this when profits are in the gain domain, he follows this curve as long as it is above the diagonal,

or equivalently, if gifts are smaller than a threshold wg = w +
αηK(wg)b
γ(1+ηλ) . Similarly, the upper dotted concave

curve shows the revenue increase that occurs when the worker chooses el, which he does when this revenue does

not compensate for the cost of the gift, placing the firm in the loss domain. Similarly to the gain-domain case,

he follows this curve as long as long as he is in the loss domain, i.e., below the diagonal line or equivalently, if

gifts are greater than a threshold wl = w + αηλK(wl)b
γ(1+ηλ) . In between these regions, which is a nonzero region due

to the assumption that λ > 1 and the concavity of K, the worker chooses e at the kink in the profit domain

where profits are unchanged relative to baseline.

The revenue-response function in Figure 2 thus shows that gifts are strictly profitable only if they are
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sufficiently small. Intuitively, if a gift is worth less than a cutoff value wg, then it is small enough that the

worker can easily reciprocate fully to keep the firm’s profits in the gain domain. Gifts above the cutoff value

wl, however, are too big and thus too expensive in terms of effort cost, to reciprocate fully. Proposition 2

summarizes.

Proposition 2 A surprising gift wh > w is profitable only if it is small enough, that is, if wh < wg =

w +
αηK(wg)b
γ(1+ηλ) .

Figure 2: Revenue-response function to a fully surprising gift

w

b(eg − e) = αηb2K(w)
γ(1+ηλ)

b(el − e) = αηλb2K(w)
γ(1+ηλ)

b(e− e)
π(w, e) = π(w, e)

wg wlw w∗h

3.2 Wage cuts are more harmful when they are surprising

We use the same setup to analyze the extent of negative reciprocity. In particular, we show that the timing of

information about a wage cut is important: managing expectations prior to a wage cut can prevent negative

gain-loss reciprocity. This is important as, unsurprisingly, when firms cut wages, workers frequently respond by

reducing effort (Lee & Rupp 2007, Krueger & Mas 2004). Moreover, some evidence exists that this negative effect

can be mitigated by providing additional information that preserves the firm’s image or controls expectations

(Greenberg 1990, Kahneman, Knetsch & Thaler 1986).

To formalize how expectations affect negative reciprocity, we need to extend K to negative values. In

accordance with prospect theory, which holds that people have diminishing sensitivity to both gains and losses,
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we assume that K is convex over R−. In particular, for simplicity, assume that K is rotationally symmetric

around w: K(w + w) = −K(w − w).

The analysis proceeds analogously to Section 3.1. The worker anticipates a wage of w and plans to exert

effort e, but is fully surprised by a wage cut wc < w. He thus reformulates his effort plan to maximize

wc −
γ

2
(1 + ηλ)(e− e)2 + αηλK(wl)(b(e− e)− (wc − w)µ′π

where µ′π = µ′(b(e− e)− (wc −w)). Depending on whether the worker reduces effort enough to hurt the firm’s

profits on net (el) or not (eg), the two potential interior solutions to this optimization problem (not at either

kink) are derived from the FOC of this utility function. We have:

el − e =
αηλ2bK(wl)

γ(1 + ηλ)
requiring

αηλ2K(wl)b
2

γ(1 + ηλ)
< wl − w (8)

and

eg − e =
αηλK(wl)b

γ(1 + ηλ)
requiring

αηλK(wl)b
2

γ(1 + ηλ)
> wl − w. (9)

As in Section 3.1, we can define cutoff values wl and wg such that el is a valid local optimum when wc > wl

and eg is a valid local optimum when wc < wg. These cutoff values cause the profit constraints above to hold

with equality. Figure 3 illustrates. Since wl < wg, at least one of these two responses is always an option that

the worker must compare to the utility he receives at the two kinks at his reference points.

Details are left to the appendix, but el and eg are always preferred to the effort at the kink e = e−(w−wl)/b,

so this is never chosen. We therefore have the revenue response function shown in red in Figure 3.

Whatever the size of the wage cut, the worker responds with a drop in effort. But had the wage cut been

anticipated, Lemma 1 would have applied and effort would not have decreased at all. We can summarize this

in the following result:

Proposition 3 Retaliation for wage cuts is worse when cuts are surprising.

Once again we must emphasize that in order to focus on the effect of surprises specifically, we have abstracted

away from other forms of social preferences, including regular non-reference dependent reciprocity. Such prefer-

ences, if included, could lead to a correlation between wage cuts and retaliation even when wage cuts are fully

anticipated. Nonetheless, Proposition 3 indicates that the situation is made worse, at least temporarily, by the
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Figure 3: Revenue-response function to fully surprising wage cut
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surprise factor.

We can also compare the size of the effort response between raises and equivalently sized cuts. This is

most easily done by comparing Figure 2 to Figure 3 (rotated 180◦). Note that the point labeled wl in Figure 2

exactly corresponds to the point labeled wg in Figure 3. It’s then easy to see that small wage raises provoke a

much smaller effort response than equivalently sized cuts, but large wage cuts and raises are responded to in

equal magnitude. We have the following:

Proposition 4 Negative wage shocks are reciprocated at least as strongly as equivalently sized positive wage

shocks.

In particular, surprising wage cuts, even small ones, can never be profitable for the firm. Looking to

Figure 3, the revenue response function exceeds the diagonal isoprofit line on when wage cuts are very large.

But intuitively, and as reflected in our assumption that w is the reservation wage, such large cuts should

immediately cause workers to quit and find alternative employment. Even if job switching takes time and a

worker cannot immediately quit, while this worker may therefore stick around during a temporary small wage

cut, larger cuts are necessary to make retaliation too costly for complete reciprocation, and larger cuts are less

likely to be tolerated at all.
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3.3 Optimal gifts

Given the worker’s effort responses, we now turn to the firm’s choice problem. Not surprisingly, an optimal

gift will be one that is able to elicit reciprocal effort while placing the firm in the gain domain. Proposition 5

presents the conditions for such a profitable gift to exist.

Proposition 5 The optimal profitable full-surprise wage w∗h is in the range w < wh < wg, and satisfies

K ′(w∗h) = γ(1+ηλ)
αηb2

. This optimal surprise wage exists so long as K ′(w >)γ(1+ηλ)
αηb2

.

The optimal gift can be easily seen in Figure 2. The firm wants to maximize the additional revenue it will

earn beyond the cost of the gift, thus it wants to maximize the distance between the part of the revenue-response

function that is above the diagonal line and the diagonal line. The derivative of the kindness function at the

market wage ensures that the marginal benefit of reciprocating the gift is sufficiently large, so that the revenue

curve does actually rise above this diagonal. Intuitively, if the worker’s reciprocal response to the gift is not

sufficiently strong, then the gift (even though relatively small) will not be profitable for the firm, as the effort

response will not compensate for the extra cost.

Corollary 1 describes how does the exact magnitude of the optimal gift depends on the model parameters.

Corollary 1 The likelihood of existence of a profitable gift, the size of the effort response to that gift, the size

of the optimal fully surprising gift, and the firm’s profits after the surprise, are decreasing in γ and λ, and

increasing in α, b, and η.

The mechanism behind these relationships can be seen in Figure 2. As mentioned before, the optimal gift

is the location where the gap between the effort response function for the firm’s gain domain and the 45 degree

“break even” line is the largest. In the case of the cost of effort parameter γ, a high γ increases the cost of

reciprocation, both in terms of consumption and gain-loss utilities. This lowers the revenue-response curve in

the gain domain, which in turn reduces the probability that a profitable gift exists, while if it exists, it decreases

the size of it.

The optimal gift responds similarly to an increase in λ, which increases the size of losses relative to that of

gains. Because the worker does not experience losses in the region of profitable gift exchange, w < wh < wg,

λ only comes into play in the effort domain. A higher λ thus, increases the cost of exerting higher effort to

reciprocate the gift and thus it reduces the optimal gift in the same way that a higher γ does. To the contrary, α

and b increase the value of reciprocation and thus they have a positive impact on the likelihood that an optimal

gift exists, and if it exists, on its size. In particular, α has a direct impact by increasing the worker’s sensitivity
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Figure 4: Timing of the repeated interaction with permanent gift, fully surprising only in the first period
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to a surprising gift, while b has an indirect impact through improving the returns to effort for the firm. Finally,

η behaves differently since it is a relative weight on any kind of gain-loss utility, effort or reciprocity, compared

to material utility. The increased value of reciprocity wins out though, and a higher η leads to a higher optimal

gift. Intuitively, because K ′ is big enough, even though the gift is small, the response to it is large, and thus

the gain in the reciprocity domain will be relatively more important than the loss in the effort domain.

4 The Power of Gifts Wanes Over Time

“A raise is only a raise for thirty days. After that, it’s just somebody’s salary.”

Jim Goodnight, CEO of the SAS Institute.

In this section we show that reciprocal effort is not constant but rather it decreases over time. To this

end, we now extend our analysis and consider the case where the principal and the agent interact repeatedly

and, following Akerlof (1982), we assume that the gift takes the form of a fixed permanent wage increase. We

preserve, however, the assumption that a gift in the first period can fully surprise the worker.

Assume there are infinitely many periods and the principal hires the agent in t = 0 to work at the market

wage w in every period t > 1. Right before working for the first time, however, the principal fully surprises the

worker with a wage raise, i.e., wt = wh > w for all t, and credibly commits to not raise the wage again.11

To analyze the temporal response of effort to a surprising permanent gift, start by noticing that the worker’s

effort decision in a given period is only linked to his previous decisions through the reference point. Let ẽt−1,t

be the rational effort plan made in period t−1 for period t, and likewise, let w̃t−1,t be the wage that the worker

expects in period t− 1 to receive in period t.

11In Section 5 we relax the assumption that the principal can credibly commit to not raise the wage again and thus workers can
create the expectation of a further gift.
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Given the actual gift wh, the period-t worker’s problem is,

e∗t ∈ argmax
e

w−γ
2

(e−e)2+ηµ
(
−γ

2
(e−e)2+

γ

2
(ẽt−1,t−e)2

)
+αηµ(K(wh)−K(w̃t−1,t))µ(π(wh, e)−π(w̃t−1,t, ẽt−1,t))

(10)

The key and only difference between the worker’s problem in the one shot case (see equation (4)) and that

in equation (10) is that for each period t the reference point is updated in the previous period t − 1 in case

information arrives.12 Aside from the reference-point, therefore, there is no link between periods.

(1) Period-one effort decision. Because the agent was credibly hired to work at the market wage in all periods,

and thus the gift comes as a surprise, it must be the case that w̃0,1 = w. Moreover, from Lemma 1 we know

that because he does not expect any departures from expectations he forms his effort plans as a consumption

utility maximizer and thus ẽ0,1 = e. The period-one decision thus reduces to that in the one-shot case and the

worker increases his effort above his plan of e in response to the gift, as characterized in Proposition 1.

(2) Period-t > 1 effort decision. At the end of period one the agent is already aware that wt = wh for all

t. Therefore we assume that hedonic adaptation (Frederick & Loewenstein 1999, Frey & Stutzer 2002) occurs

and thus w̃t−1,t = wh for all t > 1. Following Lemma 1, the period-t, t > 1 decision thus reduces to maximize

consumption utility and so e∗t = e.

Figure 4 displays the resulting timeline, while the following proposition summarizes,

Proposition 6 After an increase in effort due to a surprising wage raise, effort wanes back to baseline in every

period thereafter.

An important comment on Proposition 6 is due as a final word. First, the prediction that effort spikes

and then wanes would still hold had we added baseline non-reference dependent reciprocity to the worker’s

preference structure. The only difference would be that the level of effort after the raise would be higher than

at the market wage.

5 Gifts are Cursed: Grant Them Forever or Never Grant Them

“I’ve learned my lesson. I’m going on vacation every 3-4 months and I’m going to do the minimum.”

Unknown worker in Yelp conversation “I didn’t get a RAISE or BONUS this year”.

Because workers adapt to fixed wages and thus higher wages only elicit extra effort whenever unexpected, a

seemingly obvious corollary to Proposition 6 is that the optimal strategy for firms is not to grant a permanent

12The general setting allows for expectations to be updated at the end of every period. Since in this section we are assuming
information arrives only in the first period, we refrain from emphasizing this possibility.
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Figure 5: Timing of the interaction with stochastic gift
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wage raise, but rather to randomize and grant gifts stochastically. Random gifts seem to be optimal as they

could take advantage of the benefits of surprising agents to elicit higher effort.

In this section, however, we show that this intuition is incorrect: gifts are cursed because if granting them

creates the expectation of further gifts, the decrease in expected revenue from retaliation when workers do not

receive the gift outweighs the expected revenue in case the gift is granted.

The setting is as follows. We assume that after being surprised with a wage raise, the worker updates

his belief and puts a positive probability 0 < p < 1 on receiving a further gift in the next period. Because

information arrives only in the first period—before the worker updates beliefs—without loss of generality we

assume that this probability is constant across periods. Moreover, because in the long-run equilibrium of an

infinitely repeated game these beliefs must coincide with the true probability, the firm thus must choose an

optimal value of p in addition to the baseline wage level wl > w and the gift wage level wh > wl. The

worker’s problem is therefore stationary and the worker’s rational reference point is stochastic and equal to the

firm’s optimal strategy. We further assume that the worker exerts effort after observing whether the gift was

granted, and so he must form credible contingent plans (el, eh), which he will carry out after observing the wage

realization. Figure 5 displays the timeline and assumptions.

To investigate whether firms might repeatedly use wage surprises to elicit higher effort, we will attempt

to find a stochastic wage arrangement parameterized by (wh, wl, p) in which both the firm’s and worker’s

participation constraints are met; that is, the firm must earn higher profits than if using a non-stochastic

market wage w, and the worker must earn higher expected utility than if taking an alternative non-stochastic

market-wage job. As we mentioned before, however, we will show that such arrangement does not exist, and

thus profitable random gifts can not occur in equilibrium.

On the way to characterizing such an equilibrium, we establish some conditions on what it must look like.
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First, we find that if such stochastic wage contract exists and is profitable compared to a nonstochastic wage,

the firm must earn higher profits in the high wage state than in the low wage one.13

Lemma 2 If the stochastic gift-exchange arrangement (wh,wl,p) is profitable for the firm compared to always

paying w, then profits must be higher in the high-wage state than the low-wage state.

Next, we show that in any stochastic wage contract that is profitable, the worker must have a higher cost of

effort in the high-wage state than the low-wage state. Lemma 2 effectively says that the worker must expend

higher effort in the high-wage state, by a large enough gap so that the high-wage state is in fact more profitable

for the firm. And Lemma 3 further establishes that the increase in effort above e in the high-wage state must

be larger than any retaliatory decrease in effort below e that occurs in the low-wage state.

Lemma 3 If the stochastic gift-exchange arrangement (wh,wl,p) is profitable for the firm compared to always

paying w, and if the worker is willing to accept this arrangement, the worker’s cost of effort must be higher in

the high-wage state than the low-wage state.

With these conditions established, we can then show that if both participation constraints are met (that

is, if the worker’s expected utility is higher than the certain utility from an alternative market-wage job), his

contingent effort plan is characterized as follows:

Lemma 4 If the stochastic gift-exchange arrangement (wh,wl,p) is profitable for the firm compared to always

paying w, and if the worker is willing to accept this arrangement, the worker plans and executes an effort

contingency plan equal to,

(el, eh) =

(
e− pαηλ2b(K(wh)−K(wl)))

γ(1 + pη)
, e+

(1− p)αηb(K(wh)−K(wl)))

γ(1 + (1− p)ηλ)

)

.

Finally, we can show that these various characterizations can never simultaneously be satisfied in a profitable

stochastic wage contract. That is, Proposition 7 shows that it is not profitable for the firm to grant gifts

randomly.

Proposition 7 A stochastic gift exchange arrangement (wh,wl,p), if the worker is willing to accept it, is never

profitable for the firm compared to always paying w.

13Note that the usual principle of agents only being willing to randomize their strategies if the utilities of all strategies chosen
with nonzero probability are equal does not hold here because the act of randomizing itself, and the relevant probabilities, change
the payoffs involved through the worker’s stochastic gain-loss utility.
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An important implication of Proposition 7 is that once workers learn to expect occasional gifts, it is no

longer profitable to grant them. Gifts, therefore, can increase effort above the baseline if they are surprising

(see Proposition 1), but inducing this excess effort is no free lunch because a surprise reveals the firm’s inability

to commit to a payment scheme, thereby creating the expectation of further payments, which are then no longer

worthwhile to grant.

This result raises the question: If the firm never wants to grant stochastic gifts, shouldn’t workers update

their beliefs to discount this possibility? No: If workers did infer that p = 0, this would restore the opportunity

for a fully surprising gift, which the firm of course would want to grant a second time (given that it granted the

first). As soon as it grants a first gift, therefore, the firm has no option but to commit itself to an indefinite

period of minimizing losses by setting 0 < p ≤ 1.

6 Gifts are Only Profitable in Sufficiently Short Interactions

The curse of gifts, that any profitably surprising gift is inevitably followed by an infinite stream of expected

losses for the firm, immediately implies the following:

Corollary 2 In an infinite game, gift exchange is only profitable if the firm has a sufficiently high discount

factor (or equivalently, if there is a sufficiently high probability of the game ending in each period.)

But what about shorter term interactions? In the infinite game, the firm has to carefully control expectations

about the probability of future gifts, but in finite interactions this incentive is limited. The analysis of the infinite

period game in the previous section therefore finds a stationary solution that no longer applies when the game is

finite. So can a firm profitably grant one or multiple gifts in a finite horizon version of the game? Unfortunately,

this is also difficult for the firm to do over more than a single period.

In the finite-period case, the logic unravels through backwards induction. In the final interaction between

a worker and the firm, the worker must expect some positive probability of a gift, because an expectation of

p = 0 immediately opens the door for a profitable fully-surprising gift. But without the incentive to maintain

low expectations of further gifts, the firm therefore unambiguously wants to choose the wage that leads to

highest profits. The worker anticipates this wage with certainty and by Lemma 1 plans and exerts effort e. In

equilibrium these beliefs must be rational and the firm must not want to deviate from the anticipated wage, so

the firm’s equilibrium is to grant the lowest wage from which it has no profitable fully surprising alternative

wage. Details are in the appendix, but this turns out to be the optimal fully surprising gift wage wh, found in

Section 3.3. By backwards induction this same process happens in each earlier round as well, and we have the

following result:
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Proposition 8 In a finite game, the firm chooses the optimal fully surprising gift in the first round, and this

turns into a permanent raise in later rounds.

Similarly to Corollary 2, this also makes it difficult for a firm to profitably use surprises in long interactions.

In an N -period game, the firm’s initial profit from the surprise must outweigh the losses of having to pay a

higher wage for the remaining periods. Clearly, gift exchange is more likely to be profitable the shorter the

interaction.

As before, a caveat is warranted: Our model abstracts from other forms of social preferences in order to

focus specifically on the effect of surprises. Clearly if workers are reciprocal at baseline, a positive correlation

between wages and effort may exist in the long run, which could improve the profitability of gift exchange.

7 Related Evidence

In this section we relate our model predictions to the existing evidence on gift-exchange and derive some

implications of our model for experimental designs whose identification strategy rely on surprises.

(1) The power of gifts is greater whenever they surprise workers. Proposition 1 showed that surprising gifts

elicit more effort than anticipated ones. Direct evidence of this prediction can be found in Gilchrist, Luca &

Malhotra (n.d.). They hired three groups of oDesk workers for a one-time data-entry task, all of whom requested

wages of less than $3 per hour in their profiles. The first group is hired and paid $3, the second is hired and

paid $4, while the third is hired at $3 but is surprised, right before work, with a $1 increase per hour. The find

that paying $3+$1 yields a 20% increase in productivity compared to paying $4, while there are no productivity

differences between the $3 and $4 groups. Relatedly, Ockenfels, Sliwka & Werner (2015) implement a field

experiment where subjects are hired for a one-time job of inserting adhesive labels into books of a University

library. They hire all subjects for the market wage of 8 Euros. Aside from the baseline condition, right before

work one group received one surprising increase to 12 Euros per hour, meanwhile the third group received two

surprising increases to 10 and 14 Euros respectively. They find that that workers’ performance is about 11%

higher for the same total wage when their wage is increased in two surprising steps relative to just one of them.

Moreover, there is also empirical support for our model’s prediction that the power of a surprising gift

is increasing in the marginal return to effort, b, and in the marginal cost of effort, γ (see equation (5) and

Corollary 1). For instance, Hennig-Schmidt, Rockenbach & Sadrieh (2010) find that clear information about

the employer surplus is needed for gift exchange to arise in the lab, and Charness, Frechette & Kagel (2004)

show that including a payoff table reduces gift exchange, but only among high-effort workers for whom marginal

returns to effort are low. Englmaier & Leider (2010) also show that higher returns to effort induce more

19



reciprocation, and Englmaier & Leider (2012a) find a similar result in the field simply by saying that the

manager would be getting a bonus if the job was finished within the week, hinting thus higher returns to effort.

Interestingly, DellaVigna et al. (2016), in an envelope-stuffing field experiment where the returns to the employer

are systematically varied, find that workers do exert more effort when the return to work for the employer is

positive, even though their response is not sensitive to the precise size of the return.

With respect to the effort cost, even though evidence is thin as laboratory experiments typically do not use

real-effort tasks, and those using real-effort tasks usually don’t measure effort costs, there are exceptions. In

particular, Gneezy (2002), using a real-effort task (solve mazes), find that when difficult “level 5” mazes are

used instead of “level-2” mazes, gift exchange is significantly reduced.14

(2) The power of gifts wanes over time. The reaction to surprises as a driver of gift exchange is also consistent

with findings that observe a short-lived or waning effect, as workers become accustomed to the new higher wage.

The best example of this are the two studies in Gneezy & List (2006). In a data-entry study, they recruited

workers for the market wage of $8 and then surprised them with a large permanent increase to $12. They find

that the initially significant effort response of 27% falls to an insignificant 11%. In a second study on door-to-

door fundraising, where subjects were hired at $10 dollars and then fully surprised with a 100% increase, effort

initially spiked by 72% to then fall to an insignificant 6%. Similarly, Bellemare & Shearer (2009) found that

effects on productivity were concentrated on the day a surprise bonus was given to workers in a tree-planting

firm. Although the waning within a single working period reported in the Gneezy List experiments could be

confounded with fatigue, both of these studies suggest that reciprocal effort is short-lived.

The fact that surprising incentives are powerful but only in the short run raises a word of caution for designs

that rely on surprises in their identification strategy. Even though the element of surprise is included for a good

reason—in the case of gift exchange to avoid the selection of more productive workers with higher reservation

wages (Lazear 2000)—our model predicts that it can overestimate the extent of the hypothesis under study.

Thus our model recommends that, whenever possible, the effects of the intervention should be assessed in longer

spans.15

14Interestingly, Gneezy (2002) also finds that the increase in effort when returns to effort are high is smaller than when returns
are low, but that the former case is profitable, unlike the latter. This is also compatible with a model of reference-dependent
preferences, because the worker may be trying to exactly “repay” the employer, and no more. That is, he may be choosing effort
to land on the kink in his utility function where he experiences no gains or losses in reciprocity. If he is at that kink (that is
e = e+ (wh − w)/b), then an increase in b is in fact expected to marginally reduce effort.

15The surprising element of an intervention is not confined to the gift-exchange literature. For instance Karlan & Zinman
(2009) implement a randomized experiment on a South-African micro-lender to distinguish the effects of moral hazard and adverse
selection on default rates. By surprisingly reducing the interest rate to a group of clients the day they show up to take the loan, they
separately identify the extent of moral hazard and adverse selection on default rates.Our model suggests that Karlan & Zinman’s
(2009) methodology can underestimate the role of both moral hazard and adverse selection on default rates as the client’s departure
from expectations about his own costs and benefits and those of the firm, could have triggered reference-dependent reciprocal
behavior that led to improvements of their ex-post behavior. Our model further predicts that, even if the clients’ behavior is biased
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(3) Gifts are cursed: grant them forever or never grant them. Propositions 7 through 8 show that if firms want

to use gifts as an instrument to motivate workers in the long run, they will have to either suffer the losses from

retaliation whenever failing to give further gifts, or make the initial gift a permanent raise. This result built

on two key aspects of our model, (1) the assumption that one-time gifts create the expectation of further gifts,

and (2) whenever these expectation are unmet, it triggers negative reciprocity that is stronger than positive

reciprocity, rendering gifts unprofitable in expectation.

Even though to the best of our knowledge there is no evidence in economics of monetary gifts leading to

the expectation of further monetary gifts, this assumption is intuitive and relates to the literature of learning

under ambiguity. For instance, Epstein & Schneider (2007) develop a model where players do not know the

true probability of an event, and thus their subjective probabilities change as the game progresses and players

learn. The idea that under ambiguity players learn and update their state space is thus a common one in the

literature.16

The second aspect, the asymmetry between positive and negative reciprocity when responding to deviations

from an expected payment, also reflected in the one-shot interaction analyzed in Proposition 4, is well grounded

in the experimental evidence. Hannan (2005) modify a standard laboratory gift-exchange experiment to add an

exogenous shock to the firms’ profit after which firms and workers could adjust their previous choices. She finds

that adjusting wages downwards has a negative impact on effort choice, which is twice as large as the effect of

a wage increase of the same magnitude. Engelmann & Ortmann (2009) similarly find little evidence of positive

reciprocity, but do find negative reciprocity, in an experimental design that modifies the traditional setup by

moving equilibrium away from a corner solution. In the field, there are similar results. Kube, Maréchal &

Puppe (2013) hired workers for a data-entry task for a projected wage of 15 Euros. The day of the experiment

a group of workers were actually paid 10 Euros and the other 20 Euros. They found that cutting the expected

payment reduced average output by 20% relative to the control that received the expected 15 Euros, while the

wage increase did not increase output even though effort was not bounded above, which was verified by using a

piece rate.17 These results are in line with the well stablished stylized fact that firms are reluctant to cut wages

to avoid hurting worker’s “morale” (e.g., Bewley (2009)).

As mentioned in the text, an important caveat on our results pertaining to the profitability of gift exchange is

warranted: If workers have non-reference dependent reciprocity in their preferences, they may reciprocate gifts

upwards by their reference-dependent social preferences, once they acclimatize the firm’s gift, their default rates should increase.
16Relatedly, there is a growing literature in contract theory studying the shape of the optimal incentive scheme whenever workers

do not know the whole action space and thus they can be fully surprised by actions that they were not initially aware off. See Von
Thadden & Zhao (2012) and Carroll (2015).

17Workers, however, were recruited under the piece rate, opening the possibility of selection.
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even in the long run, which could in turn improve the profitability of repeated gift exchange. We do not claim to

rule out this possibility. If, however, evidence on the waning size of gift exchange (Gneezy & List 2006, Bellemare

& Shearer 2009) or the possibly weak nature of gift exchange in the field (Kube, Maréchal & Puppe 2012, Hennig-

Schmidt, Rockenbach & Sadrieh 2010, List 2006, Esteves-Sorenson & Macera 2014, DellaVigna et al. 2016) is

interpreted as evidence that this baseline, non-reference dependent reciprocity is relatively weak, our results

should apply directly without readjusting for omitted forms of social preferences.

8 Discussion

In this section we discuss some implications of our model predictions and venues for future research.

8.1 Managing expectations is crucial to make the most of gifts

“[I] Wonder if we will see a Christmas bonus again. I called the Partner Contact Center and they have [stated

that] it was a one time deal because the company made so much money last year.”

Starbucks employee on the surprising bonus of $250

granted in 2004 (http://starbucksgossip.typepad.com.)

The messages delivered in Section 3 to Section 6 point out the limitations of using gift exchange as an

incentive mechanism. Our model predicts that the most powerful gifts are those that are surprising, but

surprises only trigger temporary excess effort. Moreover, surprises most probably create the expectation of

further gifts, which whenever unfulfilled are harmful for the firm’s profits. Firms, therefore, cannot repeatedly

exploit the profitable effort response to surprising gifts.

We do not believe, however, that gifts have no scope to motivate workers. Rather, our analysis leads us to

the conclusion that leveraging expectations is crucial to rely on gifts to motivate workers. Firms that are able to

leverage employees expectations by credibly convincing workers that gifts are only one time—or if the gift is in

the form of a higher permanent wage, by credibly convincing workers that there will be no further raises—will

be able to exploit the benefits of unexpected gift giving. Intuitively, if firms can manage workers’ expectations,

then monetary gifts can be a useful instrument to motivate employees while avoiding future retaliation against

a failure to repeat those gifts.

The idea that leveraging expectations is crucial for the efficacy and efficiency of gift exchange opens new and

interesting questions on what are the mechanisms that firms use to manage expectations of further raises or of

new transitory gifts. In a related paper, we take this question to the realm of gifts in kind and explore whether

one nice property of this type of gifts (relative to monetary gifts) is that they do not create the expectation

of a further gift. We speculate that this property might be at the heart of the widespread use of this type of
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incentives in the workplace.

The idea that managing expectations is crucial for gift exchange to occur speaks to an often neglected aspect

of incentives in the workplace: their implementation. Our model suggests that any firm considering using gifts

to motivate its workforce should not only focus on the amount, frequency, and type of the gift, but also how

it will be delivered to workers. Clearly from the quote above, this is one of the issues that Starbucks forgot to

design when they decided to grant an unusual Christmas bonus to their employees.18

8.2 The temporal structure of optimal gifts

Our model also speaks to another issue that has not received due attention in the gift-exchange literature: the

temporal structure of the monetary gift. Indeed, most of the experimental literature (specially the laboratory

evidence) has abstracted from this issue by assuming one-shot principal-agent interactions. Even though neces-

sary in order to avoid confounding reciprocity with reputation confounds, this assumption has drawn attention

away from studying the properties of gifts in repeated interactions.

Building on Akerlof (1982), most of the literature on gift exchange (both in the field and the few papers in

the laboratory in which repeated interaction takes place) has assumed that gift exchange takes place through

a permanent wage raise, which aims to mimic an above-market wage payment.19 Our analysis enriches this

view by studying a possible alternative to a permanent wage raise, namely, random one-period gifts. We show

that if firms want to motivate workers through gifts, a permanent wage raise is actually optimal relative to

random gifts as the former manages expectations and avoids having workers draw harmful inferences about the

likelihood of future gifts.

Anecdotal evidence, however, suggests that random monetary gifts are sometimes observed in real-world

firms (see for instance the well-know case when Oprah surprisingly gave $10,000 to her O-Magazine employees

along with some gifts in kind).20 None of this anecdotal evidence, however, seems to point out to a repeated

use of this type of incentives. This suggests that firms did use some mechanism in order to avoid the creating

of harmful expectations. We therefore interpret this evidence as one time events that are exploited by firms for

workers to “develop sentiment” for the firm so that a standard gift-exchange mechanism as proposed by Akerlof

(1982) can take place. Whether one-time gifts can serve this purpose is a venue for future research.

18An other important part of implementation has to do with taxes: surprising bonuses are considered discretionary payments
and thus excluded from overtime pay calculation.

19To the best of our knowledge, Dufwenberg & Kirchsteiger (2004) is the only theoretical attempt to also study reciprocity in a
repeated setting.

20See the news in http://marquee.blogs.cnn.com/2010/06/16/oprah-doles-out-thousands-to-magazine-staff/.
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8.3 The laboratory versus field tests debate on the efficacy of gift exchange

It is now well known that field test of the gift-exchange hypothesis have not been able to replicate the large wage-

effort elasticities found in laboratory tests using the gift-exchange game (Fehr, Kirchsteiger & Riedl (1993)).

Esteves-Sorenson & Macera (2014) summarizes to show that in the lab wage-effort elasticities are always above

one. In the field, however, the most common elasticity is zero. For instance, Hennig-Schmidt, Rockenbach &

Sadrieh (2010) find no gift exchange at all among students hired to type research abstracts, and Englmaier

& Leider (2012a) find, if anything, negative gift exchange in their baseline treatment using temp workers in a

data entry job. Similarly, Kube, Maréchal & Puppe (2013) find no evidence of positive reciprocity to monetary

gifts, Al-Ubaydli et al. (2015) observe minor and insignificant gift exchange among temp workers hired to stuff

envelopes, and Ockenfels, Sliwka & Werner (2015) obtain a similar outcome using temp workers inserting tags

into library books. More recently, Esteves-Sorenson & Macera (2014) find no significant gift exchange at all

with a data-entry task despite larger than usual gifts, while DellaVigna et al. (2016) also fails to find reciprocal

effort in response to monetary gifts in a stuffing-envelope field experiment with an impressive sample size.21

The disparity in findings have lead to a heated debate. Levitt & List (2007) catalogues various reasons why

laboratory experiments on social preferences may not extend to the field in general, with specific discussion on

the gift exchange literature. Camerer (2011) responds, and on the specific issue of gift exchange shows that one

experiment directly comparing field to lab outcomes, List (2006), finds comparable outcomes in the two settings

on aggregate, with heterogeneity based on whether field actors are usually active in the same local market.

Esteves-Sorenson & Macera (2014) also identifies an array of differences that can rationalize the disparity in

findings.

Our model points out a new aspect that can shed light on the modest elasticities observed in the field: the

lack of credibility of gifts due to the experimenter’s out-of-equilibrium play. To see this, recall that our model

shows that reciprocal effort is short lived and that as a result firms will incur in losses after the initial effort

spike. This renders gifts profitable only if they are sufficiently small and if the interaction with the principal

is short enough. Because workers with rational expectations are aware of this equilibrium behavior, surprising

gifts given in field tests—which are often of a large magnitude—might be viewed by subjects as an irrational

move by the hiring firm. The key question is then, can reciprocal behavior arise if workers judge firms as

irrational? May be not. A gift that is perceived as unprofitable, and thus not likely observed in the real-world,

might damage the basic nature of a labor relationship, which is based on the mutual benefits of the interaction.

The fact that workers in field tests might perceive the surprising gift as non profitable could damage the very

21 DellaVigna et al. (2016) and Esteves-Sorenson & Macera (2014) both summarize the existing field evidence.
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purpose of a field experiment: its external validity. Surprising gifts do not seem to be common in real-world

labor markets (for good reasons according to our model predictions), even less in newly stablished, short-term

interactions between employers and employees. Thus, with the purpose of avoiding selection of abler workers

field-experiment designs might be damaging their very purpose of examining reciprocal behavior in a naturally

occurring environment.

We conclude that the future challenge of field tests in gift exchange is to employ designs that consider the

equilibrium play of the firm to achieve identification. This implies that future experimental designs should

not only be guided by models that focus on the worker’s response to gift giving, but which also focus on the

equilibrium behavior of firms, in order to ensure the credibility of gift-giving in the field.

9 Conclusion

This paper studies the power of gift exchange to elicit excess effort. We extend the approach in Kőszegi & Rabin

(2006) to model workers with reference-dependent reciprocal preferences, incorporating the well established

psychological principle that people adapt to any constant stimuli. Under this assumption, we show that gifts

are the most powerful whenever they are surprising, and the excess effort they elicit wanes overtime. Moreover,

we show that in equilibrium firms cannot repeatedly surprise workers with gifts, and thus the only profitable

gift is cursed as it must be granted forever. We also study the profitability of gifts to find that only small gifts

are profitable and only in short-term interactions.

In addition to contributing to the incentives literature by studying the scope of above-market wages as in

incentive mechanism, and to the gift-exchange literature by theoretically studying the unstudied surprising or

expected aspect of monetary gifts, this paper also contributes to the theoretical literature on expectations-based

reference-dependent preferences by proposing a novel model of reference-dependent preferences. Reference-

dependent preferences have been shown to be relevant to economic behavior in a large array of domains, from

financial decisions, insurance, consumption and saving, pricing, labor supply, etc. (see DellaVigna (2009) and

Barberis (2013) for reviews). Moreover, recently, the laboratory and empirical evidence on expectations as

reference points has also flourished. For instance Abeler et al. (2011), Gill & Prowse (2012) Marzilli Ericson &

Fuster (2011), and Karle, Kirchsteiger & Peitz (2015) all present laboratory evidence of the role of expectations

as reference points, while Card & Giuliano (2011), Crawford & Meng (2011), Pope, Price & Wolfers (2011) and

Lien, Peng & Zheng (2015) provide empirical evidence.22 We argue that these principles can naturally combine

with social preferences, and demonstrate how this combination concisely organizes evidence on gift exchange.

22For opposing evidence of the role of expectation as the reference point see Heffetz & List (2014) in the context of the endowment
effect and Zimmermann (2015) in the context of the timing of information arrival.
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Kőszegi, Botond. 2014. “Behavioral contract theory.” Journal of Economic Literature, 52(4): 1075–1118.
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A Appendix: Proofs

Proof of Lemma 1

The worker forms a plan ẽ and then chooses actual effort to maximize U(e, w̃|ẽ, w̃). With no surprises there is

no gain-loss utility, and utility is clearly maximized by the minimum-cost effort level e. Therefore, this is the

only credible plan and the unique PPE.

Proof of Proposition 1

By lemma 1, the employee’s effort plan is ẽ = e. The possible actions after hearing about the wage surprise are

to increase effort to eg so that profits are in the gain domain, to choose another effort el so that profits are in

the loss domain, to stick with the plan e, or to exactly compensate the firm for their profit losses due to the

wage increase: be− wh = be− w ⇒ e = (wh − w)/b+ e.

As shown in the text, the first two possibilities are given by

eg = e+
αηK(wh)b

γ(1 + ηλ)
requiring wh <

αηK(wh)b2

γ(1 + ηλ)
+ w. (11)

and

el = e+
αηλK(wh)b

γ(1 + ηλ)
requiring wh >

αηλK(wh)b2

γ(1 + ηλ)
+ w (12)

Figure 2 shows the curves defined by the RHS of these profit constraints, so that the inequalities hold with

equality when wh = wg and wh = wl respectively, so that eg is a valid local optimum when wh < wg and el is a

valid local optimum when wh > wl.

At a given wage gift wh the worker must check whether these optima exist and compare the one(s) that

does to the utility he would get from the kinked point in his utility function, where the first order condition

doesn’t exist. This yields

U

(
wh − w

b
+ e, wh|e, w

)
= wh −

γ

2
(1 + ηλ)

(
wh − w

b

)2

.

Likewise, the utilities resulting from eh and el when they are true local optima are respectively

U(eg, wh|e, w) = wh +
(αηbK(wh))2

2γ(1 + ηλ)
− αηK(wh)(wh − w)
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and

U(el, wh|e, w) = wh +
(αηλbK(wh))2

2γ(1 + ηλ)
− αηλK(wh)(wh − w).

Comparing eg to e = e+ (wh − w)/b, we find that eg is preferred when

(
wh − w −

b2αηK(wh)

γ(1 + ηλ)

)2

> 0

which is of course always true, and el is similarly always preferred when it exists. Therefore, as shown in

Figure 2, eg is chosen when wh < wg, el is chosen when wh > wl, and in the region where neither is true, the

kink point is chosen.

Extreme or corner cases in which wl and/or wg are zero are straightforward to account for.

Proof of Proposition 2

In the text.

Proof of Proposition 3

Proceeding as in the proof of Proposition 1, as shown in the text, the possible optima that are not at the kink

in the utility function, and the profit constraints that they require/imply, are given by

eg = e+
αηλK(wc)b

γ(1 + ηλ)
requiring wc − w <

αηλK(wc)b
2

γ(1 + ηλ)
. (13)

and

el = e+
αηλ2K(wc)b

γ(1 + ηλ)
requiring wc − w >

αηλ2K(wh)b2

γ(1 + ηλ)
+ w (14)

Figure 6 is a more detailed version of Figure 3 that shows the curves defined by the RHS of these profit

constraints, so that the inequalities hold with equality when wc = wg and wc = wl respectively, so that eg is a

valid local optimum when wc < wg and el is a valid local optimum when wc > wl.

The worker must then compare these options, when they exist, to the kink in his utility function. The utilities

of all three options are derived similarly to the positive reciprocity case. Comparing eg or el to e+ (wc −w)/b,

we find that the utility at the kink is never optimal, similarly to the demonstration in the proof of Proposition 1;
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the difference between these propositions is that either eg or el is always an available option in the negative

surprise case, so that e+ (wc − w)/b is in fact never chosen.

In the region between wg and wl where both el and eg are valid optima, the worker prefers el to eg only

when

wc − w >
λ(λ+ 1)

2

αηb2K(wl)

γ(1 + ηλ)
.

Define wl′ as the value of wc that makes this relationship hold with equality.

This relationship is a multiple of the revenue response curves that also determine the validity of the profit

constraints above, so they are shown on Figure 6 together. By noticing that because λ > 1, 1 < λ+1
2 < λ,

the aggregate set of conditions imply that el is chosen for wc > wl′ , and eg is chosen otherwise. Regardless, a

surprising wage cut is negatively reciprocated.

Figure 6: Effort response function to fully surprising gift wage

wc

λαηb
2K(wc)

γ(1+ηλ)

λ(λ+1)
2

αηb2K(wc)
γ(1+ηλ)

λ2 αηb
2K(wc)

γ(1+ηλ)

b(e− e)

wgwl wl′ w

Extreme or corner cases in which wl and/or wg are zero are straightforward to account for.

Proof of Proposition 4

As described in text.
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Proof of Proposition 5

Continuing from the proof of Proposition 1, and referring to Figure 2, we can see that the range of profitable

gifts, with w < wh < wg, exists as long as the revenue response curve shown rises above the diagonal. That is,

the slope of this curve at w must be greater than 1. This condition is equivalent to K ′(w) > γ(1+ηλ)
αηb2

, proving

the first part of the proposition statement.

Given that a profitable gift exists, the optimal gift is the one that maximizes additional profits, which is the

point where the revenue response curve is farthest above the wage cost diagonal. The firm’s profits are

beg − wh =
αηb2K(wh)

γ(1 + ηλ)

which has an FOC equivalent to the stated implicit definition of w∗h.

Proof of Corollary 1

Existence of a profitable gift occurs when the condition stated in the proof of Proposition 5 holds, and this

inequality trivially behaves as stated.

Implicitly differentiating the FOC from proposition 5 gives us

∂w∗h
∂γ

=
1 + ηλ

αηb2K ′′(wh)
< 0

∂w∗h
∂λ

=
γη

αηb2K ′′(wh)
< 0

∂w∗h
∂α

=
−γ(1 + ηλ)

α2ηb2K ′′(wh)
> 0

∂w∗h
∂b

=
−2γ(1 + ηλ)

αηb3K ′′(wh)
> 0

∂w∗h
∂η

=
−γ

αη2b2K ′′(wh)
> 0

The envelope theorem gives us:

∂Π∗(wh)

∂γ
= − αηb2

γ(1 + ηλ)
K(w∗h) < 0

∂Π∗(wh)

∂λ
= −

αη2b2K(w∗h)

γ(1 + ηλ)2
< 0

35



∂Π∗(wh)

∂α
=
ηb2K(w∗h)

γ(1 + ηλ)
> 0

∂Π∗(wh)

∂b
= e+

2αηbK(w∗h)

γ(1 + ηλ)
> 0

∂Π∗(wh)

∂η
=
αb2K(w∗h)

γ(1 + ηλ)2
> 0

The size of the effort response to the optimal gift is eh − e =
αηb2K(w∗h)
γ(1+ηλ) , which when partially differentiated

using the partial derivatives of w∗h calculated above, similarly yields the stated comparative statics.

Proof of Proposition 6

In the text.

Proof of Lemma 2

First consider the worker’s optimization problem in general. With a stochastic reference point, his utility is

the expected value of his total consumption and gain-loss utility over each of the possibilities he put positive

weight on in his reference point. In this context then, his stochastic reference point is to weight the possibility

(eh, wh) with probability p, and the possibility (el, wl) with probability (1− p). His total expected utility in the

high wage state is thus

U(e, wh|ẽ, w̃) = wh−
γ

2
(eh−e)2+(1−p)ηγ

2
µ((el−e)2−(eh−e)2)+pαµ(K(wh)−K(wl))µ(b(eh−el)−(wh−wl))

and in the low wage state is

U(e, wl|ẽ, w̃) = wl−
γ

2
(eh−e)2+pη

γ

2
µ((eh−e)2−(el−e)2)+(1−p)αµ(K(wl)−K(wh))µ(b(el−eh)−(wl−ww)).

Now when the low wage state is realized, the worker chooses el to satisfy the FOC of the second condition

(ignoring the kinks in this function; see below), which gives

el = e− pαηλb(K(wh)−K(wl))µ
′(b(el − eh)− (wl − wh))

γ(1 + pηµ′((ẽh − e)2 − (el − e)2))
.
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and in the high wage state,

eh = e+
(1− p)αηλb(K(wh)−K(wl))µ

′(b(eh − el)− (wh − wl))
γ(1 + (1− p)ηµ′((ẽl − e)2 − (eh − e)2))

.

Recall that µ′(x) is either 1 or λ depending on whether x > 0 or x < 0 respectively, so eh is clearly greater

than el, and el < e. Thus since we are assuming that wl ≥ w, profits in the low wage state must be lower than

they would be with a static market contract. If profits in the high wage state were even lower than that, the

firm would definitely never want to use this stochastic contract.

The undesirability of choosing eh = el = e for the worker is easily seen by noticing that deviating very

slightly to el = e− ε, eh = e+ ε leads to greater utility for sufficiently small ε.

The one remaining possibility is that π(eh, wh) = π(el, wl). For this to be true, it must be that eh =

el + wh−wl
b . The worker therefore chooses

el = arg max
e

p

(
wh −

γ

2
(e+

wh − wl
b

− e)2 + (1− p)ηγ
2
µ((e− e)2 − (e+

2h − 2l
b

− e)2)
)

+ (1− p)
(
wl −

γ

2
(e− e)2 + pη

γ

2
µ((e+

2h − 2l
b

− e)2 − (e− e)2)
)

which has an FOC equivalent to

el − e = ((1− p)pη(µ
′
−e − µ

′
e)− p)

wh − wl
b

where µ
′
e = µ′(c(eh)−c(el)) and µ

′
−e = µ′(c(el)−c(eh)). There are two possibilities: either µ

′
e = λ and µ

′
−e = 1,

or vice versa. In the former case, the firm’s profits are bel − wl = ((1 − p)pη(1 − λ) − p)(wh − wl) + bw − wl.

In the best case scenario, wl = w, but even then, since (1 − p)pη(1 − λ) − p < 0, this is strictly worse than a

per-period profit of be− w, so the firm would prefer this certain contract. In the latter case, if µ
′
e = 1 it must

be true that c(el) > c(eh). For this to be true, it must be that c(el) < c(e), since otherwise c(eh) > c(el) would

definitely be more costly. And for this to be true, it must be that ((1− p)pη(λ− 1)− p) < 0, which makes the

firm’s profits lower than the certain contract case as well. Either way, the firm prefers the certain contract to

a stochastic contract in which the worker chooses to equalize profits in the low and high wage state.

Proof of Lemma 3
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Suppose not. By lemma 2, we now know that profits are in the gain domain in the high wage state, so

following the same approach, the worker chooses

el = e− pαηλ2b(K(wh)−K(wl)))

γ(1 + pηλ)

and

eh = e+
(1− p)αηb(K(wh)−K(wl)))

γ(1 + (1− p)η)
.

These satisfy our assumption that c(el) > c(eh) so long as

pλ2

1 + pηλ
>

1− p
1 + (1− p)η

(15)

which requires that p be sufficiently large. But would the firm ever choose such a p?

A profitable contract requires that

p(beh − wh) + (1− p)(bel − wl) > be− w

which reduces to

1

1 + (1− p)η
− λ2

1 + pηλ
>

γ

p(1− p)αηb2(K(wh)−K(wl))
(pwh + (1− p)wl − w).

Note that the RHS is definitely positive because we assumed that an expected utility less than w would lead

the worker to take an alternative market-wage position.23

But this means the LHS must be strictly positive. It is decreasing in λ, so the best we can do is to allow λ

to be as small as possible, i.e. λ = 1. Then it is positive only when p < 1/2, so this is a necessary condition for

profitability. But combining it with equation 15 yields

p

1 + (1− p)η
>

pλ2

1 + pηλ
>

1− p
1 + (1− p)η

which is only true when p > 1/2, a contradiction.

The omitted possibility is that c(el) = c(eh) exactly; this is straightforwardly shown to be impossible as the

optimal choices given no gain-loss utility in effort do not satisfy this condition.

23Note that without this assumption, we could find workers with exceptionally high preference for reciprocity, indicated by α, who
enjoy the process of reciprocation so much that the firm could get away with setting lower expected-value wages in the stochastic
setting.
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Proof of Lemma 4

By lemmas 2 and 3 we know that kindness and profit are in the gain domain and effort is in the loss domain

in the high-wage state. Following the same approach, the worker then responds to the firm’s stochastic wage

policy by creating the stated credible contingency plan. A nonstochastic effort plan is ruled out by the same

logic as in Lemma 2.

Proof of Proposition 7

Assume there is a profitable choice of parameters (p, wl, wh) for the firm. By lemmas 2, 3 and 4 we know

what effort levels the worker will choose, and that beh − wh > bel − wl and

c(eh) > c(el)⇔
1− p

1 + (1− p)λη
>

pλ2

1 + pη
(16)

are conditions that the parameters must meet. We still need to find a set of parameters that improves on the

first constraint such that profits are higher overall, in expectation, than the non-stochastic w contract, and that

simultaneously satisfy the cost constraint.

The profit condition the firm must satisfy is p(beh − wh) + (1− p)(bel − wl) > be− w, which reduces to

1

1 + (1− p)ηλ
>

λ2

1 + pη
(17)

using similar logic as in lemma 3. But this contradicts condition 16, again by similar logic as used in lemma 3.

Proof of Corollary 2

An initial (profitable) gift reveals the inability of the firm to commit to paying w, along with their desire to

pay a higher wage if expectations of p are low enough. This prevents expectations from meeting p = 0, and any

higher p leads to non-profitable stochastic gift exchange repeated ad infinitum. The initial boost to profits is

thus clearly only worthwhile if the infinite stream of losses is sufficiently discounted.

Proof of Proposition 8

After a surprise gift, which reveals the inability of the employer to commit to a wage, the employee must infer a

non-zero probability of a further gift: if they did infer a zero probability, the profitability of the first gift implies
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that a second fully surprising gift would also be profitable, contradicting the inference that the employer would

not want to give a further gift.

As we saw in the proof of lemma 2, firms do not want to offer a stochastic contract (p, wl, wh) that doesn’t

lead to higher profits in the high wage state. As long as profits are unequal between the states, the firm

will strictly prefer to offer the wage that leads to the higher wage, as long as the game is ending after this

interaction so that there is no incentive to maintain the worker’s expectations about future wages. But of

course in a rational expectations equilibrium, the worker will anticipate this and form an extreme belief with

p = 0 or p = 1. (Note that the case in which the firm unprofitably offers a contract that leads to exactly equal

profits in the two states could allow them to play a truly mixed strategy in the final period; further details on

this case will be including in the next version of this draft.)

Since p = 0 would immediately renew the possibility of profitable gift exchange, which the firm would

certainly want to take, the only remaining possibility for a rational expectations equilibrium is that workers will

expect a gift wage with probability 1. We must therefore find which gifts satisfy the firm’s PPE conditions. That

is, which wage can the firm plan to give that they will not wish to deviate from? This is equivalent to asking:

what is the lowest wage from which there is no profitable fully surprising gift? As in the proof of Proposition 5,

no profitable gift exists, starting from a base wage of w, if K ′(w) ≤ γ(1+ηλ)
αηb2

. Since K is concave, the lowest such

wage is the one for which this relationship holds with equality. But the w satisfying this equation is exactly

w∗h, the optimal fully surprising gift.

Is there additionally no profitable deviation in the other direction? That is, if w∗h is anticipated fully but

w with w < w < w∗h is actually paid, will this ever lead to higher profits than fulfilling the expectation of

w∗h? It turns out this is never true. To see this, similarly to the proof of Proposition 3, the worker might

reciprocate by either keeping profits equal to expectations (which would not constitute a profitable deviation),

or by exerting effort e as planned (which is easy to show is never preferred to slightly negatively reciprocating),

or by negatively reciprocating in part or in full. The optimal effort levels for the latter two are, as before, given

by

eg − e =
αηλ(K(w)−K(w∗h)b

γ(1 + ηλ)

and

el − e =
αηλ2(K(w)−K(w∗h)b

γ(1 + ηλ)
.

Unlike in Proposition 3 though, since K is concave at the base wage w∗h, the response of eg is only a valid

optimum, if at all, for small cuts relative to w∗h. As in Proposition 5, it is never a valid optimum if
αηλK′(w∗h)b
γ(1+ηλ) > 1.

But by definition of w∗h, this quantity is equal to λ > 1, so it is in fact never an optimal response. The firm can
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therefore never gain by choosing w < w < w∗h, and w∗h is therefore the firm’s PPE.

By backwards induction, the same occurs in every earlier period as well. And so, if the firm chooses

the optimal fully surprising gift w∗h, it must choose the same wage in every further period, turning it into a

permanent raise.
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