
The E�ects of a Financial Activity Tax in an

Arti�cial Financial Market.†

Daniel Fricke‡§ Karl Finger¶

This version: September 2012

Abstract

We investigate the e�ects of di�erent �nancial market taxes in an

order-driven arti�cial �nancial market. Both the �nancial transaction

tax (FTT) and the �nancial activity tax (FAT) are meant to limit spec-

ulative behavior: The FTT taxes every single transaction, whereas the

FAT only taxes realized pro�ts (and hence is meant to limit excessive

risk taking). To quantify the e�ects, endogenous liquidity variations

and adjustments in trading strategies (time horizons) need to be taken

into account. Extending the analysis of Fricke and Lux (2012) for the

FTT, we investigate the e�ects of the FAT in this framework. The

main �ndings are: (1) the FAT has practically no e�ect on the system

properties, as it leaves the order submission process una�ected. (2)

Since the FAT only taxes positive realized pro�ts, the generated tax

revenues tend to be quite small and increase in the tax rate. (3) The

main advantage of the FAT is that there is little danger of setting the

tax rate too high. Thus, critics of the FTT should regard the FAT as

a serious alternative. In the end, a small FTT is preferable to a FAT,

as it tends to both reduce distortions and generates substantial tax

revenues.
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1 Introduction and Existing Literature

Various policy instruments have been discussed to curb �nancial market
volatility. A particular focus has been on taxes aiming at the generation of
revenues from the substantial amount of market activity, most prominently
the �nancial transaction tax (FTT) and the �nancial activity tax (FAT). Due
to the devastating externalities posed by the instability of �nancial markets,
both measures are also seen as ways to let the �nancial sector contribute
to the internalization of these costs. Fricke and Lux (2012) investigated the
e�ects of the FTT in an arti�cial �nancial market. Here we adopt their
framework and carry out a similar analysis for the FAT.

The basic idea of the FTT is simple: increasing transaction costs will limit
short-term speculative behavior, and therefore stabilize markets. However, it
is still debated whether the tax indeed stabilizes markets. Just recently has
the FAT been proposed as a possible alternative to the FTT. For example,
in a report by the IMF (2010), it is argued that the FTT might not be the
preferred instrument, but rather a FAT should be better suited to generate
tax revenues and stabilize markets. In its most simple form, the FAT is
meant to tax (realized) pro�ts rather than every single transaction. Shaviro
(2012) compares non-technically both taxes and argues in favour of the FAT,
because it relies on a broad `net' measure.

Critics of the FTT, most importantly the �nancial industry, usually bring
forward the following arguments: (1) market liquidity will dry up, (2) volatil-
ity may thereby in fact increase, (3) banks will pass on the tax burden to
�rms and other bank customers, raising capital costs in general (4) there is a
danger of capital �ights from a taxed market towards untaxed markets. To
a certain extent, critics of the FAT are likely to argue similarly. Similar to
the analysis of Fricke and Lux (2012), we focus on the �rst two (interrelated)
points here.1

Empirical results for the e�ects of the FTT are far from pointing in the
same direction.2 Therefore, we need to rely on the simulation of an arti�cial
�nancial market to non-invasively evaluate the e�ects of similar regulatory
measures. A number of papers have investigated the e�ects of the FTT in
such systems, while, to our knowledge only Lengnick and Wohltmann (2012)
compared the e�ects of the FTT and the FAT in an arti�cial market setting.3

1As an extension, we plan to work on point (4) as well.
2See, e.g. Jones and Seguin (1997), Hau (2006) and Roll (1989), respectively.
3The major �nding is that, when setting the tax rate not too large, the FTT is preferable

since it reduces volatility and generates substantial tax revenues. In contrast, the FAT
is less able to stabilize markets and also generates less tax revenues. However, it has the
advantage that is does not create distortions for very large tax rates.
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Important insights can be gained from these studies, but when it comes to
evaluating regulatory policies, crucial (simplifying) assumptions concerning
agents' behavior and market microstructure are likely to a�ect the results.
For example, many authors assume that a market-maker provides in�nite
liquidity, in which case FTTs are potentially stabilizing for small tax rates.4

Fricke and Lux (2012) argue that, in order to make more reliable state-
ments about the e�ects of the FTT in such arti�cial systems, the endogenous
nature of liquidity (in part driven by behavioral changes of traders) needs
to be taken into account. Their model has several advantages: �rst, it ex-
plicitly takes the microstructure of real markets into account by simulating
an order-driven continuous double-auction (CDA). Second, it incorporates in-
vestment horizons of traders, which can be expected to be a�ected by changes
in the regulations. Two groups of agents interact (compete) in the model:
Noise traders act as liquidity providers, by posting random orders. Informed
traders use information about past prices and the fundamental value when
forming their price expectations. As in Youssefmir et al. (1998), their price
expectations depend on three di�erent time horizons: the investment horizon
(denoted by Hw) basically de�nes how often a particular agent acts and how
long his planning horizon is when making investment decisions. Two di�er-
ent trend horizons incorporate trend chasing of agents: the backward trend
horizon (Hb) de�nes how many past price observations are relevant when
calculating the trend. The forward trend horizon (H t) de�nes how long the
agent expects his calculated trend to last before the price will start returning
to the fundamental value. The model is very �exible concerning the strate-
gies. In particular, the relative size of forward trend and investment horizon
de�nes whether an agent is a chartist, a fundamentalist or something in be-
tween.5 By allowing the agents to change their trading strategies over time,
the potentially punishing e�ect of the tax measures on short-term speculation
is taken into account.

Fricke and Lux (2012) show that the model is able to replicate some of
the stylized facts of �nancial time-series for several parameter combinations,
most importantly the building up and bursting of price bubbles. Further-
more, they investigate the e�ects of the FTT in the system, �nding the usual
trade-o� between monetary revenues (La�er curve) and stability, as higher
tax revenues come along with higher volatility. This �nding is in line with
the results from the existing literature. However, the results are somewhat
di�erent for very small and large tax rates, indicating that the e�ects of the

4For the e�ects of the FTT in single asset markets, see Ehrenstein (2002), Westerho�
(2003, 2004a), and Giardina and Bouchaud (2003).

5Below, we will impose symmetry between the trend horizons, i.e. set Hb = Ht.
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tax may not be entirely negative. Most importantly, very small tax rates
have the potential to stabilize markets by taking only marginally pro�table
orders out of the system, and at the same time generating substantial tax
revenues. In this paper, we employ the framework of Fricke and Lux (2012)
in order to investigate the e�ects of a FAT.

Our main conclusions can be summarized as follows: The FAT has prac-
tically no e�ect on the system properties, since it leaves the order submission
process una�ected. Given that the FAT only taxes positive realized pro�ts,
the generated tax revenues also tend to be quite small, at least compared to
those from the FTT. The main advantage of the FAT is that there is little
danger of setting the tax rate too high. Thus, critics of the FTT should re-
gard the FAT as a serious alternative. In the end, a small FTT is preferable
to a FAT, as it tends to both reduce distortions and generates substantial
tax revenues.

The remainder of this paper is structured as follows: Section 2 introduces
the structure of the model. Section 3 presents pseudo-empirical results and
Section 4 concludes.

2 Model

In this section we brie�y describe the ingredients of the model. More
details can be found in Fricke and Lux (2012).

2.1 CDA and Information

The �nancial market consists of N heterogenous agents trading one asset
(which pays no dividend and has �xed supply) against cash. Cash earns zero
interest, so there are no interest payments (or they are spent elsewhere).
The market is order-driven and the quoted price pt (midprice) is the average
of the best ask (a1) and best bid (b1) in the limit-order book (LOB), while
a1 − b1 > 0 is the bid-ask spread. In case there are no orders in the LOB,
the quoted price is simply the last quoted price. Prices are discrete and can
only be submitted on a speci�ed grid, de�ned by the tick-size ∆.

In the CDA market, two types of orders exist: a market order speci�es to
buy or sell a certain amount of the asset at the best available price. A limit
order additionally speci�es a limit price at which the agent is still willing
to trade. The price dynamics within the LOB are therefore driven by three
forces: limit order arrivals, market order arrivals (i.e. trades) and cancella-
tions of limit orders. The main relevant feature for the LOB is price-time
priority, i.e. orders with better prices have a higher chance of execution (price
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priority). If two limit orders have the same price, the order that was posted
earlier then enjoys (time) priority.

Despite being dividendless, we assume that the asset has a constant (pos-
itive) fundamental value (pf ).

6 Only informed agents know the fundamental
value, whereas the state of the LOBs and the history of the quoted prices are
public information. Each agent i is initially endowed with Si0 = Ns assets,
and Ci

0 = Nsp0 units of cash. We impose short-selling and capital constraints,
such that Sit , C

i
t ≥ 0 for all t, i.7

2.2 Trader Types

Two groups of traders compete in the market: a fraction θ ∈ [0, 1] of
informed traders and a fraction (1 − θ) of noise traders. Hence there are
Nθ = Nθ informed and N −Nθ noise traders. Each agent acts (i.e. becomes
active) once every Hw,i time-steps on average, which we model based on
Poisson waiting times with expected value Hw,i individually for each agent.8

Submitted orders will remain at mostHw,i time-steps in the LOB, after which
the orders will be removed. Similar to Fricke and Lux (2012), we model
strategic order placement, since agents create two orders: one unconditional
order, which will be sent to the LOB in case the expected pro�ts are positive,
and a second conditional (take-pro�t) order, which will only be submitted to
the LOB, if the �rst order was executed. We should stress that with these
two orders, we can directly calculate the expected return of the agents, which
is very useful for the analysis of the tax instruments.

2.2.1 Noise Traders

As noted in Fricke and Lux (2012), noise traders are needed to ensure a
steady in-�ow of (limit and market) orders. Without this, it might happen
that the prices are stuck, i.e. we do not observe interesting dynamics. Noise
traders choose random limit prices and post these orders to the LOBs. For
simplicity, their price expectations are randomly around the current quoted
price according to

pk = pt e(ε), (1)

6This can be justi�ed by the fact that we model trading dynamics on very short time-
scales where the fundamental value is unlikely to change signi�cantly. Furthermore, this
assumption makes it possible to ignore adverse selection problems due to news arrival.

7This assumption obviously a�ects the admissible range of order sizes, see Section 2.3.
8Thus the probability of a particular agent being chosen equals (Hw,i)−1. Agents with

relatively small investment horizons are thus acting more frequently than those with longer
horizons.
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for the two limit prices k = 1, 2, and ε denoting iiN(0, σε) random num-
bers.9 With this approach, we directly obtain two limit prices: p(1) for the
�rst (unconditional) and p(2) for the second (conditional) take-pro�t order.
Based on the limit prices, we can identify the market side that the trader
acts upon. This can be done by comparing the two limit prices, as we impose
that their orders should not create a sure loss, i.e. the agent buys �rst and
sells later if p(2) > p(1), or the agent sells �rst and buys later if p(2) < p(1).10

2.2.2 Informed Traders: Chartists and Fundamentalists

Price Expectations. Whether an informed agent buys or sells the asset
depends on his expectation of the asset's future price at the end of his in-
vestment horizon. When forming price expectations, informed traders use
information about past prices and fundamental values.

The price expectations evolve, following Youssefmir et al. (1998), as

dp̂it+τ
dτ

= −
p̂it+τ−1 − p

f
t

H t,i
+

(
T it +

pt − pft
H t,i

)
e
(
− τ

H t,i

)
, (2)

where p̂it is agent i's the expected price at t, T it is the calculated trend and
H t,i is the forward trend horizon over which agent i expects the trend to last.
The trend itself is an exponentially smoothed average rate of price changes
over a backward horizon Hb,i of the form

T it =
1

Hb,i

∫ t

t0

dp

dτ
e

(
−t− τ
Hb,i

)
dτ, (3)

where dp is the price change between t − τ and t and Hb,i is the backward
trend horizon of i. As noted by Youssefmir et al. (1998), Eq. (3) can be

integrated as T it =
pt−〈pt〉Hb,i

Hb,i , where 〈pt〉Hb,i is the exponential average price
over the horizonHb,i. Thus the trend measures the deviation from the moving
average of prices, which is a popular approach among technical analysts.

The evolution of trends can be obtained by taking the time derivative of
Eq. (3) which yields

dT it
dt

=
1

Hb,i

(
dp

dt
− T it

)
. (4)

9Note that we keep the distribution of ε constant and identical for all noise traders in
the following.

10In everything that follows, we treat market orders as limit orders with limit prices
equal to the best opposite price (marketable limit orders). For example, an agent will
submit a buy limit price at most equal to the best ask. This assumption simpli�es taking
into account budget constraints at order submission, since otherwise the trading price
would be uncertain.
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Subject to the boundary condition p̂it = pt, each agent formulates his ex-
pected price development over the next Hw,i time-steps via Eq. (2) using the
calculated trend from Eq. (4). This system incorporates, depending on the
corresponding horizons, chartist and fundamentalist behavior. In principle
all agents are fundamentalists in the sense that for Hw,i →∞ (given H t,i) the
expected price will collapse towards the fundamental value. As agents do not
have in�nite investment horizons in general, the relative magnitude of H t,i

to Hw,i matters: agents with a small value of H t,i/Hw,i can be considered as
fundamentalists, while a large value indicates a more chartist strategy, and
intermediate values are a combination of both. Similar to Fricke and Lux
(2012), we takeHb,i = H t,i for all agents. Note that this substantially reduces
the number of strategies. More details on the price expectation function can
be found in Youssefmir et al. (1998) and Fricke and Lux (2012).

We use a discretized version (i.e. dt = dτ = 1) of Eqs. (2) and (4). This
produces a time-series of the expected price development, which the agent
uses for the determination of limit prices.

Limit Prices. Based on the expected prices, the determination of limit
prices of informed agents can be split into three parts: In the �rst part the
agent uses Eqs. (2) and (4) to forecast the evolution of the two midprices
between t and t + Hw,i. In case the agent expects the price to be higher
(lower) than the current price he will plan to submit a buy (sell) order. The
limit prices of this order and the corresponding conditional order depend on
the expected development of the price between t and t+Hw,i.

In the second step, the agent uses information about the midprice and
a proxy for the expected price volatility to form more detailed expectations
about the best bid and ask over time. As proxy for the expected price
volatility, we use the average distance between the current best and second
best prices on the two market sides, see Fricke and Lux (2012). This is
calculated as

σ̂it =
((a2 − a1) + (b1 − b2))

2
, (5)

where a2 and b2 denote the second best ask and bid prices of the asset,
respectively. In this view, the average price change due to immediate market
orders wiping out the best prices on either market side is being calculated.

Equipped with expectations about the midprice, the corresponding price
volatility, and the decision to buy or sell from the �rst step, the agent then
chooses his limit prices as follows: De�ning

p̂imax = max{p̂t:τ :t+Hw,i}
p̂imin = min{p̂t:τ :t+Hw,i} (6)
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gives the maximum and minimum of the expected midprice over the invest-
ment horizon of agent i. For an initial buy order, the agent then has to
decide between buying the asset right away using a market order with price
a1 or setting a limit order at the minimum expected ask, i.e. p̂imin + 0.5σ̂.
Quite intuitively, he will choose the minimum of the two, in order to take
favorable future developments into account. Therefore, if he expects the best
ask to drop signi�cantly below the current value in the near future, he will
submit a limit order with a price below the current best ask. For the limit
price of the conditional sell order the agent has to decide between the maxi-
mum expected bid, i.e. p̂imax − 0.5σ̂it and the expected bid at the end of his
investment horizon, and naturally takes the maximum of the two. Similar
arguments can be used for the case of an initial sell order. More formally,
the strategies of �nding limit prices can be written as follows:

De�nition 1. Buy limit prices: p̂t+Hw,i > pt.

p(1) = bi = min(a1, p̂
i
min + 0.5σ̂it)

p(2) = ai = max(p̂imax − 0.5σ̂it, p̂t+Hw,i − 0.5σ̂it).
(7)

De�nition 2. Sell limit prices: p̂t+Hw,i < pt.

p(1) = ai = max(b1, p̂
i
max − 0.5σ̂it)

p(2) = bi = min(p̂imin + 0.5σ̂it, p̂t+Hw,i + 0.5σ̂it).
(8)

Agents will only post orders that are in line with their price expectations,
e.g. submit buy orders when a price increase is expected, and the expected
return (based on the limit prices) is positive (cf. section 2.4).

2.3 Asset Demand

Without repeating the discussion in Fricke and Lux (2012), we follow
their approach in choosing the size of their limit orders. Here the order size
depends on three crucial variables: the agent's aggressiveness, his available
resources, and, in case of a market order, the liquidity available at the best
opposite price. We specify the demand function as

dit =

{[
ᾱ
Cit
bi

]
if buy order11

[ᾱSit ] if sell order,
(9)

where [x] denotes rounding towards minus in�nity, and ᾱ ∈ (0, 1] is an ag-
gressiveness parameter determining the proportion of cash/assets an agent
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actually wants to use for investment. For simplicity we use the same param-
eter for all agents. By construction, the agent's budget constraint is never
binding since he willingly only uses a fraction of his wealth to invest in the
risky asset. Thus, agents are reluctant to submit very large orders which are
likely to have strong market impact.12 Additionally, when submitting market
orders, agents will at most trade the amount available at the opposite best
price, denoted as dq, i.e.

d̄it = min(dq, dit). (10)

This takes into account the empirical fact that orders removing more than
the volume available at the opposite best quote are rare.13

2.4 Implementing the Tax Instruments

Here we brie�y discuss the implementation of the di�erent tax instru-
ments. For the case of the FTT this is very easy: The expected return equals
re = | ln(p(2)/p(1))| − χ, with χ denoting the two-sided tax rate. Thus, the
FTT has the e�ect of reducing the expected return of individual trades. In
case that the expected return becomes negative, agents do not submit their
order.14 In this way, trades with expected negative return are not submitted
to the LOB, thereby reducing the amount of liquidity available. Note that
the two counterparties involved in the trade share the tax burden equally
among themselves.

For the FAT, the setting becomes slightly more complicated: in this case
not a (gross) transaction value is taxed, but rather a (net) measure of trading
pro�ts. A �at tax is meant to take a certain fraction, again denoted as χ, of
the realized pro�ts. Thus, the expected return (ignoring the order size) equals
re = (1 − χ)| ln(p(2)/p(1))|. By reducing the expected pro�t of individual
orders, the FAT also has a direct e�ect on the order submission process.
Note that, in contrast to the FTT, the tax only applies to realized pro�ts, i.e.
only those traders actually realizing pro�ts through trading successfully will
have to pay the tax. In this way, de�ning the tax base is substantially more
di�cult as compared to the FTT case, since we (in reality the policymakers)
need to track the pro�ts of individual traders.

12See Harris (2003), Ch. 15.
13Farmer and Lillo (2004) have shown that roughly 87% of the market orders creating

an immediate price change have a volume equal to the volume at the opposite best, while
97% of the market orders creating an immediate price change have a volume at most of
the sum of volumes available at the two best opposite prices.

14Note that this implies risk neutrality, since agents only look at the expected returns.
One could also incorporate a measure of risk (volatility) in order to incorporate risk aver-
sion in the order submission process.

10



In the following, the FAT is imposed only in cases when a trader is able
to completely execute his two orders, i.e. made a quanti�able pro�t. Even
though this de�nition may miss important cases,15 we still believe that this
approach has a rough similarity to the proposed designs of FATs. In partic-
ular, all agents usually have positive asset holdings, but we are reluctant to
constantly put a tax on potential balance sheet pro�ts.

Eventually, this brief discussion shows that it is much easier to de�ne the
tax base for the FTT as compared to the FAT. Policymakers should keep this
in mind. In reality, the tax would be unlikely to be imposed on every single
transaction, but rather on the total pro�ts at the end of, say, each quarter.
We should also stress that, even though we use the same symbol for the tax
rates (i.e. χ), the values used for the FTT in Fricke and Lux (2012) were
usually very small percentage values (usually <0.005%). Since the FAT is
meant to take a certain fraction of the agents' pro�ts, χ can assume values
between 0 (no tax) and 1 (all pro�ts are taken away). For these extreme
values, there will be no tax revenues whatsoever. For values in between,
however, we expect positive tax revenues.

2.5 Cancellation and Trading Process

Cancellation. The price dynamics of the LOB are driven by the non-
trivial interplay between liquidity takers and liquidity providers.16 Prices
may change due to the arrival of market and limit orders, and the cancellation
of existing limit orders. Limit orders can disappear from the LOB in four
di�erent ways: 1) a newly arriving market order executes against the existing
limit order, 2) a limit order can remain at most Hw intraday time-steps
in the LOB, afterwards it will be deleted automatically, 3) an agent being
chosen to act again will cancel any outstanding orders, 4) an agent cancels
his outstanding orders autonomously (possibly even at random), thus the
order `evaporates'.

For simplicity, we set a �xed (exogenous) cancellation probability, with
which noise traders remove their outstanding orders.17 Thus, at the be-
ginning of each time-step, each noise trader cancels his outstanding orders
with probability πcanc. For informed traders, we neglect this channel of or-
der cancellation, since this would inject a signi�cant amount of (additional)

15For example, consider a trader who bought assets, but is unable to execute his condi-
tional take-pro�t order afterwards. The trader might still generate pro�ts by submitting
a new unconditional sell order, but that trade would not count as a pro�t realization as
we de�ne it.

16See Bouchaud et al. (2003), Bouchaud et al. (2004) and Toth et al. (2011).
17Of course, multiple order cancellations may occur at the same time-step.
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randomness to their strategies.

Trading Process. Time evolves continuously within our CDA trading
framework. For simulation purposes, we discretize time such that between
two points in time the algorithm does the following:

1. Update fundamental values.

2. Update outstanding orders (reduce order lifetime). Delete expired or-
ders. Cancel outstanding orders of noise traders with probability πcanc.

3. Agents decide whether they will be active during this time-step, and
approach the market in a random sequence. During these (intraday)
time-steps18 the following happens:

• The active agent i deletes his outstanding orders (if any) and
(possibly) generates his limit prices. If the expected return (after
tax) is positive, the agent submits his �rst order to the LOB.

• Execute all possible trades (sequentially) taking into account price-
time priority and send conditional orders to the LOB. Repeat until
no trades possible anymore. Update wealth continuously.

4. Save midprice, update trends and wealth. At times, redistribute the
tax revenues across all agents.

5. Optional: carry out the Imitation algorithm (and delete informed traders'
outstanding orders).

We should stress that we ignore auction sessions that exist in many markets
and are usually meant to initiate (conclude) the trading session of the day.
Nevertheless, we always require at least one order to exist on each side of the
LOB.

In the next section, we describe the Imitation step in more detail.

2.6 Learning Through Imitation

One of the main aims of this paper is to investigate informed traders'
optimal strategies in response to the tax. To reduce the total number of
strategies, we �x both H t,i as the midpoint of the admissible range (see

18Note that the number of intraday time-steps depends on the average investment hori-
zon and the number of agents. Having a large number of agents and small average invest-
ment horizons obviously slows down the simulation signi�cantly.

12



below).19 In this way, agents with a small (large) value ofHw employ strongly
chartist (fundamentalist) strategies, while those with intermediate values use
something in between. This allows us to fully describe the trading strategies
by means of Hw only.

In binary form, we can represent the investment horizons in the matrix
Bw
{Nθ ×L}. In order to increase the width of the search space, we de�ne another

parameter H̃ that de�nes both the minimum horizons and the number of time
steps between adjacent strategies. We can thus calculate the actual horizon
of each trader corresponding to the strategy in matrix B as

Hw,i = H̃(1 +
L∑
j

2(j−1)Bw
i,j). (11)

Thus, the minimum and maximum horizons are H̃ and 2LH̃, respectively.
In order to endogenize the trading strategies, Fricke and Lux (2012) use

a Genetic Algorithm. However, they note that a simpler algorithm based on
imitation yields comparable results. The imitation algorithm (IA) works as
follows: Every ω periods, a fraction of πimit meets at random. We couple
pairs of two informed traders and the agent who performed worse, `imitates'
the strategy of the other agent. In this way, unsuccessful strategies disap-
pear over time, while relatively successful strategies spread. We measure the
performance of strategies in terms of the gross return on wealth since the
last activation of the IA, i.e.

f it =

(
W i
t

W i
t−ω

)
.20 (12)

3 Pseudo-Empirical Results

In this section we present pseudo-empirical results from the model simula-
tions. If not stated otherwise, the reported results are the average outcome of
Monte-Carlo simulations of 22, 500 time-steps (where we disregard an initial
period of 2,500 time-steps), each of which repeated 20 times with di�erent
random seeds. We also plot error bars, showing one standard deviation. In
the following, we always di�erentiate between two cases in our simulations,

19Recall that we replaced the backward trend horizon by the forward trend horizon.
20In order to have positive (and bounded) probabilities during the reproduction step,

we renormalize these values to the unit interval, where the best and worst performing
strategies receive the values 1 and 0, respectively. This also ensures that the selection
pressure is not too large, in the sense that a poorly performing strategy is not being
abandoned right away.
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Parameter Value Description
General

H̃ = 20 Min. horizon/distance between adjacent strategies
L = 5 Parameter related to the number of strategies
N = 500 Total number of agents
Ns = 100 Parameter for initial endowment

p0, p
f
0 = 100 Starting value: price/fundamental value

ᾱ = .10 Order aggressiveness
∆ = 10−3 Tick size for the price
θ = .20 Fraction of informed traders
πcanc = .01 Cancellation probability (noise traders)
σε = 10−3 Volatility for noise traders' expectations
χ = {0, .05, · · · , .95} Tax rate
IA

{Hw} Set of horizons relevant for the IA
πimit = .2 Fraction of population engaged in imitiation
ω = 1, 000 Activation frequency

Table 1: Baseline parameter setting for the simulations. Note that we dif-
ferentiate between the case with and without the IA.

namely when the IA is switched o� and when it is switched on. In the latter
case it will be activated every ω periods. We should stress already here that,
similar to the �ndings in Fricke and Lux (2012), the results are very similar
in the two cases.

The basic parameter values used in our simulations are those of Fricke
and Lux (2012).21 An overview and brief descriptions can be found in Table
1. In this baseline scenario, agents' investment horizons are picked uniformly
from the admissible range.

3.1 The E�ects of a FAT

This section analyzes the e�ects of the FAT, which can be seen as a simple
parameter variation of χ. We also compare the results to the �ndings for the
FTT. We show Monte-Carlo results for di�erent tax rates (percentages), i.e.
χ = 0, 0.05, · · · , 0.95. Thus, we also take unrealistically large tax rates into
account.

21The authors also discuss the e�ects of certain parameter changes.
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Figure 1: Simulation results: Monte-Carlo simulations. Dependence on χ
(IA o�). FAT. Top left: tax revenues. Top right: tail expo-
nent (top 15% observations). Center left: bid-ask spread. Center
right: transaction volumes. Bottom left: distortion (| ln(p/pf)|).
Bottom right: volatility (absolute price change). Plotted are
mean values (solid lines), plus and minus one standard deviation
(dashed lines).

3.1.1 Fixed Strategies

Figure 1 summarizes the main results for the case with �xed behavioral
strategies, i.e. without the IA. For comparison, we also replicate the results
for the FTT from Fricke and Lux (2012) in Figure 2. The top left panel shows
the tax revenues in dependence of the tax rate. We �nd a linear increase in
both the level and volatility of the tax revenues for the FAT. Only for very
large tax rates, the slope of the function becomes �atter. This is in clear
contrast to the La�er curve relationship for the FTT. We should stress that
the level of tax revenues is usually very small for the FAT: for the largest tax
rate of 95%, the tax generates revenues which are comparable to those from
a very small FTT of roughly 0.001%.

Quite interestingly, for all other variables, we only observe minor (if any)
changes for larger tax rates: The top right panel shows that the tail expo-
nent22 within a very narrow range between 3.2 and 3.3, i.e. values which are
in line with those observed in real markets. For the FTT, we found a steady
decrease in the tail parameter for increasing tax rates, i.e. the variance of

22For the estimation of the tail parameter, we used the usual Hill (1975) estimator based
on the top 15% observations of the absolute returns, i.e. ignoring signs. The values are
not a�ected by focusing on positive or negative returns only.
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the most extreme observations becomes substantially larger. For very large
tax rates, the tail exponent may even become smaller than 2, i.e. potentially
ending up in the Levy-stable regime. The center left panel shows that the
FAT also leaves the bid-ask spread practically una�ected, except for very
large tax rates, where marginally pro�table orders will not be submitted
to the LOB, thereby reducing the available liquidity. Similarly, transaction
volumes (center right) remain at the same level for not too large tax rates.
In contrast, for the FTT we found a steady increase in the bid-ask spread
and a decline in transaction volumes, as larger FTT tax rates lead to ever
more orders being not submitted to the LOB. Finally, both the distortion
(measured by the average absolute distance between the price and the fun-
damental value) and the volatility (measured by the average absolute price
change) remain una�ected for all levels of the FAT. Given that the order sub-
mission is not crucially a�ected by the FAT, it comes as no surprise that the
system properties do not change compared to the baseline scenario without a
tax. In contrast, for the FTT we found a decrease in distortion for very small
tax rates, reverting to the baseline level for larger tax rates.23 In contrast,
volatility tends to increase already for small tax rates, but decreases later on.

Summing up, we �nd that the only signi�cant e�ect of the FAT is the gen-
eration of tax revenues, whereas the properties of the system remain largely
una�ected.24 In contrast, Fricke and Lux (2012) conclude that a small FTT
is likely to both reduce the average distortion and generate substantial tax
revenues. Given that the tax revenues to be expected from the FAT are usu-
ally very small, we interpret our results in favor of the FTT. We should also
stress that the e�ects of the FAT are practically identical, when we impose
the tax not on individual trades but on aggregate pro�ts over some period.
Thus, the FAT is not capable of reducing the level of market activity. One
advantage of the FAT, however, is that there is no danger of setting the tax
rate too large, which is an important issue for the FTT.

3.1.2 Flexible Strategies

Figures 3 and 4 show the results with �exible strategies. For the FAT
we show the results with the IA activated, while for the FTT we show the
results with the Genetic Algorithm from Fricke and Lux (2012). For both tax
instruments, the �ndings are very similar to the case of �xed strategies: the
FAT leaves the system properties largely una�ected (except for the generation

23Fricke and Lux (2012) show that the drop in distortion is mainly due to the unprof-
itability of high-frequency trading strategies already for very small tax rates. In this way,
longer-term oriented strategies tend to take over.

24This result is in line with the �ndings of Lengnick and Wohltmann (2012).
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Figure 2: Simulation results: Monte-Carlo simulations. Dependence on χ
(GA o�). FTT. Top left: tax revenues. Top right: tail expo-
nent (top 15% observations). Center left: bid-ask spread. Center
right: transaction volumes. Bottom left: distortion (| ln(p/pf)|).
Bottom right: volatility (absolute price change). Plotted are
mean values (solid lines), plus and minus one standard deviation
(dashed lines).

of tax revenues). The FTT tends to stabilize the system for very small tax
rates, but becomes destabilizing later on. In the center right panel we also
plot the average (blue) and best (green) investment horizons for the di�erent
tax rates. Clearly, there is no real convergence in the investment horizons,
and the average values are very close to (or slightly above) the initial mean.25

We also see that the standard deviation of the horizons does not change for
the di�erent tax rates. We plan to investigate this in more detail in the future.
In the end, our conclusions from the case with �xed strategies remain largely
una�ected.

25Fricke and Lux (2012) investigate the dynamics of the investment horizons for �exible
strategies in more detail. The main reason for the convergence of the average investment
horizon at (or slightly above) the initial mean is the very poor average performance of high-
frequency traders, i.e. those with very small investment horizons. However, their switching
towards another strategy then crucially a�ects the price dynamics (self-referential opti-
mization problem) which makes it very hard to extract additional valuable information in
terms of investment horizons. A large level of noise and randomness additionally a�ect
the pro�tability of individual strategies.
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Figure 3: Simulation results: Monte-Carlo simulations. Dependence on χ
(IA on). FAT. Top left: tax revenues. Top right: tail exponent
(top 15% observations). Center left: bid-ask spread. Center right:
investment horizons (mean and best). Bottom left: distortion
(| ln(p/pf)|). Bottom right: volatility (absolute price change).
Plotted are mean values (solid lines), plus and minus one standard
deviation (dashed lines).

���x�����	�
B

�
�
�	
�

�
���
�����
�����
�����
�����
�����
�����
�����

��

� ������ ������ �����	 �����
 ����� ������ ������ �����	

����x��������B

�
�
�	
�

���
��	
��

�
���
���
��	
��

�

��

� ������ ������ �����	 �����
 ����� ������ ������ �����	

���m�
�x������B

�
�
�	
�

��

��

��

��

��

	�

��

� ������ ������ �����	 �����
 ����� ������ ������ �����	

�������
x.����x���x��
lB

�
�
�	
�



���

���

���

���

���

	��

��

� ������ ������ �����	 �����
 ����� ������ ������ �����	

��
�����B

�
�
�	
�

�

������

�����

������

�����

��

� ������ ������ �����	 �����
 ����� ������ ������ �����	

��������B

�
�
�	
�

������

�����

������

�����

������

��

� ������ ������ �����	 �����
 ����� ������ ������ �����	

Figure 4: Simulation results: Monte-Carlo simulations. Dependence on χ
(GA on). FTT. Top left: tax revenues. Top right: tail exponent
(top 15% observations). Center left: bid-ask spread. Center right:
investment horizons (mean and best). Bottom left: distortion
(| ln(p/pf)|). Bottom right: volatility (absolute price change).
Plotted are mean values (solid lines), plus and minus one standard
deviation (dashed lines).
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3.2 Robustness Checks

We are currently performing a number of robustness checks: for exam-
ple, we use slightly di�erent parameter settings and other optimization al-
gorithms. Due to the straightforward e�ects of the FAT in the baseline
scenario, we expect the results to be very robust. Additionally, we are plan-
ning to incorporate changes in the model speci�cation. Most importantly,
we want to incorporate a second asset market, in order to take into account
the possibility of a tax haven. We leave this extension for future research.

4 Conclusions

In this paper we investigated the e�ects of a FAT in an arti�cial �nancial
market. Incorporating the FAT in the detailed LOB setting of Fricke and
Lux (2012) also allowed us to compare the results to those with the FTT.
Both taxes are meant to limit speculative behavior and to generate substan-
tial tax revenues. While the FTT is relatively easy to implement, since it
applies for any �nancial market transaction, the FAT is slightly more tricky
to implement. In our setting, the FAT only applies to realized pro�ts from
trading.

We found that the two instruments are far from having the same e�ects:
the FAT leaves the order submission process largely una�ected, since it simply
reduces the expected pro�t from trading by a certain fraction. Thus, agents
continue posting order pairs with positive expected returns. Therefore, it
comes as no surprise that the FAT has practically no e�ect of the system
properties, except for the generation of tax revenues. In contrast, Fricke and
Lux (2012) have shown that the FTT is likely to have positive e�ects for
very small tax rates, as it reduces distortion by limiting the submission of
marginally pro�table orders. We conclude that a small FTT is preferable to
the FAT as it additionally generates substantial tax revenues, while the tax
revenues for the FAT are substantially smaller. However, the main advantage
of the FAT, as also noted by Lengnick and Wohltmann (2012), is that set-
ting very large tax rates is unlikely to create additional distortions. In this
way, critics of taxation in general and the FTT in particular, have reason
to regard the FAT as a serious alternative. Despite some controversies in
the implementation of such a tax, potential revenues could be used for more
productive purposes. In this paper we simply redistributed them among the
traders in order to keep total wealth constant. In reality one should rather
think of transferring the money to those who are in dire need.
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